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SQL is Good

ARelational Databases Management Systems (RDMBSs) —
mainstay of business

ASQL is good
ARich language
AEasy to use and integrate
ARich toolset
AMany vendors

AThey promise: ACID




SQL Challenges

ARelational Databases — mainstay of business

AWeb-based applications caused spikes
Alnternetscale data size

AHigh readwrite rates
AFrequent schema changes

ALarge data
AEspecially true for public-facing e-Commerce sites

ADevelopers begin to front RDBMS with memcache or integrate
other caching mechanisms within the application (ie. Ehcache)
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The Past and the Moment

@ Circa 1975

j e -D\“Online Applications™

2,000 “online” users = End Point

Circa 2011
“Interactive Web Applications™

2,000 “online” users = Starting Point

=

@

v

=
Static user population Dynamic user population

g Business process automation Business process innovation

®

-

o

<0- Highly structured data records Structured, semi-structured and unstructured data
Data networking in its infancy Universal high-speed data networking

o

&

S Centralized computing (Mainframes Distributed computing (Network servers and

"%’ and minicomputers) virtual machines)

P

1=

Memory scarce and expensive

Memory plentiful and cheap




Scaling Up

Alssues with scaling up when the dataset is just too big

ARDBMS were not designed to be distributed

ABegan to look at multi-node database so.

utions

)

AKnown as ‘scaling out’ or ‘horizontal sca

ADifferent approaches include:
AMaster-slave

ASharding

ing



Scaling RDBMS — Master/Slave

AMaster-Slave

AAll writes are written to the master. All reads performed against the
replicated slave databases

A Critical reads may be incorrect as writes may not have been propagated
down

ALarge data sets can pose problems as master needs to duplicate data to
slaves



Let's Scale RDBMSs Replication

’ o l _dP
AMaster/Slave architecture —
A Tt scales read operations
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Scaling RDBMS - Sharding

APartition or sharding
AScales well for both reads and writes
ANot transparent, application needs to be partition-aware
ACan no longer have relationships/joins across partitions

ALoss of referential integrity across shards



Let's Scale RDBMSs Sharding

AScaling out (horizontal scaling) based on data partitioning, i.e. dividing
the database across many (inexpensive) machines.

AThis is how youtube, facebook, yahoo all started. With sharded mysql.

Alt scales read and write operations, I

but you can't execute transactions across 7 7\ _



Other ways to scale RDBMS

AMulti-Master replication
AINSERT only, not UPDATES/DELETES
ANo JOINs, thereby reducing query time

AThis involves de-normalizing data

Aln-memory databases



Scaling RDBMSs is Expensive and Inefficient

Won't I
scale |
beyond I

this |
point :

System Cost

Users

Application Response Time



What is NoSQL?

AStands for Not Only SQL

AClass of non-relational data storage systems

AUsually do not require a fixed table schema nor do they use the
concept of joins

AAll NoSQL offerings relax one or more of the ACID properties (will
talk about the CAP theorem)

ASocial applications are not banks and they don't need the same level of
ACID



NoSQL History

ATt was first used in 1998 by Carlo Strozzi to name his relational database that did
not expose the standard SQL interface.

A The term was picked up again in 2009 when a Last.fm develper, Johan
Oskarsson, wanted to organize an event to discuss opensource distributed

databases.

A The name attempted to label the emergence of a growing number of
nonrelational, distributed data stores that often did not attempt to provide ACID.



Why NoSQL?

AFor data storage, an RDBMS cannot be the be-all/end-all

AJust as there are different programming languages, need to have
other data storage tools in the toolbox

AA NoSQL solution is more acceptable to a client now than even a
year ago
AThink about proposing a Ruby/Rails or Groovy/Grails solution now
versus a couple of years ago



How did we get here?

AExplosion of social media sites (Facebook, Twitter) with
large data needs

ARise of cloud-based solutions such as Amazon S3 (simple
storage solution)

AJust as moving to dynamically-typed languages
(Ruby/Groovy), a shift to dynamically-typed data with
frequent schema changes

AOpen-source community



Dynamo and BigTable

AThree major papers were the seeds of the NoSQL movement
ABigTable (Google)
ADynamo (Amazon)
A Gossip protocol (discovery and error detection)

A Distributed key-value data store

A Eventual consistency
ACAP Theorem (discuss in a sec ..)



An examples of NoSQL Categories

AKey/Value stores
ADynamo, Scalaris, Berkeley DB, ...

AColumn oriented databases
ABigTable, Hbase, Cassandra, ...

ADocument databases
AMongoDB, Terrastore, SimpleDB, ...



NoSQL Cost
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SQL vs. NoSQL

Database Scales Out :
Just add more commodny database servers

System Cost

Users

/

Application Response Time



CAP Theorem

A Consistency: how a a system is in a consistent state after the execution of an
operation.

A Availability: clients can always read and write data in a specific period of time.

A Partition Tolerance: the ability of the system to continue operation in the
presence of network partitions.



Once a writer has written, all
readers will see that write

Availability

Consistency

Partition
tolerance




Consistency Model

AA consistency model determines rules for visibility and apparent
order of updates.

AFor example:
ARow X is replicated on nodes M and N

AClient A writes row X to node N

ASome period of time t elapses.

AClient B reads row X from node M

ADoes client B see the write from client A?
A Consistency is a continuum with tradeoffs
AFor NoSQL, the answer would be: maybe

ACAP Theorem states: Strict Consistency can't be achieved at the same
time as availability and partition-tolerance.



ACID Properties

AAtomicity: all included statements in a transaction are either

executed or the whole transaction is aborted without affecting
the database.

AConsistency: a database is in a consistent state before and after
a transaction.

Alsolation: transactions can not see uncommitted changes in the
database.

ADurability: changes are written to a disk before a database
commits a transaction so that committed data cannot be lost
through a power failure.



Consistency

ATwo kinds of consistency:
A strong consistency
A ACID(Atomicity Consistency Isolation Durability)
A Single storage image. Informally, after an update completes, any
subsequent access will return the updated value.
A weak consistency
A BASE(Basically Available Soft-state Eventual consistency )

A The system does not guarantee that subsequent accesses will return the
updated value.

A Inconsistency window.

A If no new updates are made to the object, eventually all accesses will return

the last updated value.

read(x)=x1  write(x,x2) read(x)=x2 read(x)=x1 write(x,x2) read(x)=x1 read(x)=x2
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Inconsistency Window



Relaxing ACID Properties

AThe large scale applications have to be reliable: availability +
redundancy

AThese properties are difficult to achieve with ACID properties.

AThe BASE approach forfeits the ACID properties of consistency
and isolation in favour of availability, graceful degradation, and
performance.



BASE Properties

ABasically Available: possibilities of faults but not a fault of the
whole system.

ASoft state: copies of a data item may be inconsistent.

AEventually consistent: copies becomes consistent at some later
time if there are no more updates to that data item.



System is available during
software and hardware

failures.
Availability upgrades and node failures

Consistency

Partition
tolerance




Availability

ATraditionally, thought of as the server/process available
five 9’s (99.999 %).

AHowever, for large node system, at almost any point in
time there’s a good chance that a node is either down or
there is a network disruption among the nodes.

AWant a system that is resilient in the face of network disruption



THE CAP THEOREM

A system can continue to
operate in the presence of a

network partitions.
Availability P

e

Consistency

Partition
tolerance




Network Partitions

A A network partition can occur when a network failure causes a collection of nodes
to be divided into two sub-collections that are isolated from each other.

A Partitions may occur within or between data centers.

Server 3 Server 4




THE CAP THEOREM

Theorem: You can have at most two of

these properties for any shared-data
system




CAP Theorem

A Consistency: how a a system is in a consistent state after the execution of an
operation.

A Availability: clients can always read and write data in a specific period of time.

A Partition Tolerance: the ability of the system to continue operation in the
presence of network partitions.

AVery large systems will partition at some point.

A it is necessary to decide between C and A.
A traditional DBMS prefer C over A and P.
A most Web applications choose A.

Availability

S N

%

Partition Tolerance

You can choose only two



CAP combinations

AHere is the brief description of three combinations CA, CP, AP :

ACA - Single site cluster, therefore all nodes are always in contact.
When a partition occurs, the system blocks.

ACP - Some data may not be accessible, but the rest is still
consistent/accurate.

AAP - System is still available under partitioning, but some of the
data returned may be inaccurate.



Business Perspective

Aln the business world ...

AAvailability is more valuable than Consistency

A — When in doubt, take the customer’s order.
A — Apologize, fix, and compensate later.
ADo not say

A “Sorry, we cannot take your money. Our computers are down!”



RDBMS versus NoSQL

ARDBMS

A Structured and organized data

A Structured query language (SQL)

A Data and its relationships are stored in separate tables.
A Data Manipulation Language, Data Definition Language
A Tight Consistency

A ACID Transaction

ANoSQL
A Stands for Not Only SQL
A No declarative query language
A No predefined schema
A Variants - Key-Value Pair Store, Column Store, Document Store, Graph Store
A Eventual consistency rather ACID property
A Unstructured and unpredictable data
A CAP Theorem
A Prioritizes high performance, high availability and scalability



What kinds of NoSQL

ANoSQL solutions fall into two major areas:
AKey/Value or ‘the big hash table’.
A Amazon S3 (Dynamo)
AVoldemort
A Scalaris
A Memcached (in-memory key/value store)
A Redis
ASchema-less which comes in multiple flavors, column-based, document-
based or graph-based.
A Cassandra (column-based)
A CouchDB (document-based)
A MongoDB(document-based)
A Neo4J (graph-based)
A HBase (column-based)



Key/Value

Pros:
Avery fast

Avery scalable
Asimple model
Aable to distribute horizontally

Cons:

-many data structures (objects) can't be easily modeled as key value pairs



Schema-Less

Pros:
- Schema-less data model is richer than key/value pairs
- eventual consistency
- many are distributed

- still provide excellent performance and scalability

Cons:

- typically no ACID transactions or joins



Common Advantages

A Cheap, easy to implement (open source)

A Data are replicated to multiple nodes (therefore identical and fault-tolerant) and
can be partitioned

A Down nodes easily replaced

A No single point of failure

A Easy to distribute
A Don't require a schema
A Can scale up and down

A Relax the data consistency requirement (CAP) - higher performance and
availability

A - No declarative query language (i.e. SQL) - more programming

A - Relaxed consistency - fewer guarantees



NoSQL Summary

ANoSQL databases reject:
AOverhead of ACID transactions

AComplexityOof SQL

ABurden of up-front schema design
ADeclarative query expression
AYesterdayG technology

AProgrammer responsible for
AStep-by-step procedural language
ANavigating access path



WHY CONSIDER NOSQL TECHNOLOGY?

Zettabytes
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A Cost effective technology is needed to handle new
volumes of data

A Traditional RDBMS technologies and high end server
platforms often exceed budgets
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Petabytes

AR

A Organizations want to leverage commodity high
volume servers

A Elastic scale out is needed to handle new volumes of
data (sensors, log files, social media data, etc) and

. . . Sharding
increased retention requirements

A Increased data volumes lead to RDBMS Sharding
A Sharding is not cost effective in the age of BigData

¢

A Sharding creates architectural issues (e.g. L -

" W

Joins/Denormalization, Referential Integrity and
Challenges with Rebalancing)

g

A Flexible Data Models are Needed to Support n B

BigData Applications uG
s

A Records can be sparse (e.g. social media data is d Fn Ln Addr

Variab]_e) 1 Fred Jones Liberty, NY
2 John Smith wiririolely

A New applications require a flexible schema.

A Schema cannot always be designed up front




NoSQL Flavors

122+ NoSQL Database
Offerings Today!

Available Databases

21%
Other
31%

Key Value Key Value Stores
Document Databases
m Graph Databases
Column-Oriented Databases
XMLDatabases
m Object Databases

o 6% | Other (NoSQL related,

Dociment XML} unresolv ed, uncategoriz ed)

Column Family

ARegular machine failure, data center outages, and network
service interruptions happen frequently

ANeed is higher volume, fewer features

AExisting RDBMS do not automatically manage the distribution of
data over available hardware.

ASharding solutions over RDBMS introduce large overhead

AHigh-scale RDBMS too expensive for increased data volume

ANeed for a flexible data model

ANeed for a low-latency, low-overhead API to access data

ANeed to scale-out on cheap commodity hardware

Alncrease use of distributed analytics

¥ ASimple Key Value Stores

A Data is stored in a hash-table of
keys. Values are opaque binary
objects.

'ADocument Stores

A Data is stored as documents
with tagged elements

P AColumn Family

A Data attributes are grouped
into column sets. Each storage
block contains data from only
one column set.

QAGraph Store

A Data is stored in nodes and
edges of graph and accessed
using graph traversal




4 Dominant Data Models of NoSQL (details)

ASimple Key Value Stores

I Simplest NoSQL Store, provides low-latency writes but single key/value access

I Stores data as hash table of keys where every key maps to an opaqgue binary object

I Easily scales across many machines, does not support other data types

I Ideal for apps that require massive amounts of simple data like sensor data or rapidly changing data
such as stock quotes

I Use-cases: apps that require massive amounts of simple data (sensor, web ops), apps that require
rapidly changing data (stock quotes), Caching.

_ 1 Examples : MemcaheD, Dynamo

ADocument Stores
'I Represents rich, hierarchical data structures, reducing need for multi-table joins

i Structure of the documents need not be known a priori, can be variable, and evolve instantly, but
Query can understand the contents of the document

I Applications: rapid ingest and delivery for evolving schemas and web-based objects.

_ T Examples. MongoDB, couchDB (couchBase)

AColumn Family

I Manages structured data, with multiple-attribute access

iCol umns are groupedf dmigleitd&ree/rgn oaupco.l umh
only one column/ column set to provide d

I Column groups defined a-priori, but supports variable schema within a column group

I Scale using replication, multi-node distribution for high availability and easy failover.

I Optimized for writes (writes faster than reads)

I Applications: High throughput verticals (activity feeds, message queues). Caching. Web ops.

I Examples. HBase, Cassandra, BigTable, Amazon Dynamo

AGraph Store
<7__ Uses nodes, relationships between nodes, and key-value properties
|

Accesses data using graph traversal, navigating from start nodes to related nodes according to graph
algorithms

I Faster for associative data sets

I Uses schema-less, bottoms-up model for capturing ad-hoc and rapidly changing data

I Common Model : RDF

I Applications: storing and reasoning on complex and connected data, e.g. inferencing applications in
healthcare, government, telecom,olil, perform closure on social networking graphs

I Examples : Neo4J, DB2



But We Still Need RDBMS

WL What RDBMS
Can Do A Sy Can Do

Your Problems //




HADOOP ECOSYSTEM:
Big Table and HBase (C+P)




Data Model

AA table in Bigtable is a sparse, distributed, persistent
multidimensional sorted map

AMap indexed by a row key, column key, and a timestamp

A(row:string, column:string, time:int64) - uninterpreted byte
array

ASupports lookups, inserts, deletes
ASingle row transactions only
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| | | | | ' ' | |
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Rows and Columns

ARows maintained in sorted lexicographic order
AApplications can exploit this property for efficient row scans
ARow ranges dynamically partitioned into tablets

AColumns grouped into column families
AColumn key = family:qualifier

AColumn families provide locality hints
AUnbounded number of columns



Bigtable Building Blocks

AGES
AChubby
ASSTable



SSTable

A Basic building block of Bigtable

A Persistent, ordered immutable map from keys to values
A Stored in GES

A Sequence of blocks on disk plus an index for block lookup

A Can be completely mapped into memory

A Supported operations:
A Look up value associated with key

A Tterate key/value pairs within a key range

64K || 64K || eak | SSTable

block || block || block

Index




Tablet

ADynamically partitioned range of rows

ABuilt from multiple SSTables

Tablet Start:aardvark End:apple

64K || 64K || 64Kk | >STable |l gag | gak || eak | SSTable
block || block || block block || block || block

Index Index




Table

AMultiple tablets make up the table

ASSTables can be shared
Tablet Tablet
aardvark apple apple_two_E  boat

/

N~ S/

SSTable

SSTable

SSTable

SSTable




Architecture

AClient library
ASingle master server

ATablet servers



Bigtable Master

AAssigns tablets to tablet servers

ADetects addition and expiration of tablet servers

ABalances tablet server load

AHandles garbage collection

AHandles schema changes



Bigtable Tablet Servers

AEach tablet server manages a set of tablets
A Typically between ten to a thousand tablets

A Each 100-200 MB by default

AHandles read and write requests to the tablets

ASplits tablets that have grown too large



Tablet Location

Root tablet
st METADATA tablet)

Other

METADATA
tablets

|~

Chubby file

.

)

UserTable1




Tablet Assignment

AMaster keeps track of:
ASet of live tablet servers
AAssignment of tablets to tablet servers

AUnassigned tablets

AEach tablet is assigned to one tablet server at a time
ATablet server maintains an exclusive lock on a file in Chubby

AMaster monitors tablet servers and handles assignment

AChanges to tablet structure
ATable creation/deletion (master initiated)

ATablet merging (master initiated)

ATablet splitting (tablet server initiated)



Tablet Serving

memtable

Memory
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Bigtable Applications
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