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Overview of Hadoop

A Basic components of Hadoop are:
A Map Reduce Layer
A Job tracker (master) -which coordinates the execution of jobs;

A Task trackers (slaves)- which control the execution of map and reduce tasks in the machines
that do the processing;

A HDEFS Layer- which stores files.

A Name Node (master)- manages the file system, keeps metadata for all the files and
directories in the tree

A Data Nodes (slaves)- work horses of the file system. Store and retrieve blocks when they are
told to ( by clients or name node ) and report back to name node periodically



Reviewing Map/Reduce
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Reviewing Map/Reduce

AK-Means

def perform_kmeans():
IsStilIMoving = 1

Initialize centroids()
while(isStilIMoving):
recalculate centroids()

IsStilIMoving = update_clusters()

return




Put differently

A In the map phase
u Read the cluster centers into memory from a File/HBase

u Iterate over each cluster center for each input key/value pair.

u Measure the distances and save the nearest center which has the lowest distance to the
vector

u Write the clustercenter with its vector to the context.

A In the reduce phase

u Iterate over each value vector and calculate the average vector. (Sum each vector
and devide each part by the number of vectors we received).

u This is the new center, save it into a File/HBase.

u Check if we need the different between runs is < epsilon

ARun this whole damn thing again and again until
diff < epsilon



So We want to implement it differently
something that doesn’t rely on
map/reduce
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Fault Tolerance in HDES layer

A Hardware failure is the norm rather than the exception

A Detection of faults and quick, automatic recovery from them is a core
architectural goal of HDES.

A Master Slave Architecture with NameNode (master) and DataNode (slave)

A Common types of failures

A NameNode failures
A DataNode failures
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Handling Data Node Failure

A Each DataNode sends a Heartbeat message to the NameNode periodically

A If the namenode does not receive a heartbeat from a particular data node for 10
minutes, then it considers that data node to be dead/out of service.

A Name Node initiates replication of blocks which were hosted on that data node to
be hosted on some other data node.
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Handling Name Node Failure

A Single Name Node per cluster.

A Prior to Hadoop 2.0.0, the NameNode was a single point of failure (SPOF) in an
HDES cluster.

A If NameNode becomes unavailable, the cluster as a whole would be unavailable
A NameNode has to be restarted

A Brought up on a separate machine.



HDES High Availability

A Provides an option of running two redundant NameNodes in the same cluster
A Active/Passive configuration with a hot standby.
A Fast failover to a new NameNode in the case that a machine crashes

A Graceful administrator-initiated failover for the purpose of planned maintenance.

All name space edits
logged to shared storage

Block reports are sent
to both Name Nodes



Classic MapReduce (v1)

A Job Tracker
A Manage Cluster Resources and Job Scheduling

A Task Tracker
A Per-node agent

A Manage Tasks

A Jobs can fail
A While running the task ( Task Failure )

A Task Tracker failure
A Job Tracker failure

MapReduce Status ————p
Job Submission =====-- ~




Handling Task Failure

A User code bug in map/reduce

A Throws a RunTimeException
A Child JVM reports a failure back to the parent task tracker before it exits.

A Sudden exit of the child JVM
A Bug that causes the JVM to exit for the conditions exposed by map/reduce code.

A Task tracker marks the task attempt as failed, makes room available to
another task.



Task Tracker Failure

A Task tracker will stop sending the heartbeat to the Job Tracker

A Job Tracker notices this failure
A Hasn’t received a heart beat from 10 mins

A Can be configured via mapred.tasktracker.expiry.interval property

A Job Tracker removes this task from the task pool

A Rerun the Job even if map task has ran completely

A Intermediate output resides in the failed task trackers local file system which is not
accessible by the reduce tasks.



Job Tracker Failure

A This is serious than the other two modes of failure.
A Single point of failure.
A In this case all jobs will fail.

A After restarting Job Tracker all the jobs running at the time of the failure needs
to be resubmitted.

A Good News — YARN has eliminated this.
A One of YARN'’s design goals is to eliminate single point of failure in Map Reduce.
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Hadoop 1.x Q&A

A Can you store 1 billion files in a Hadoop 1.x cluster?
A Yes
A No
A No. Even though you have hundreds of DataNodes in the cluster, the NameNode

keeps all its metadata in memory, so you are limited to a maximum of only 50-
100M files in the entire cluster because of a Single NameNode in Hadoop 1.x.

A A Hadoop 1.x cluster can have multiple HDES Namespaces.
A True

A False

A False.Not possible with Hadoop 1.x.

A Which of the following is (are) a significant disadvantage in Hadoop 1.0?
A ‘Single Point Of Failure’ of NameNode

A Too much burden on Job Tracker

A Single Point of Failure of NameNode and too much burden on Job
Tracker.
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Hadoop 1.x Q&A

A Can you use hundreds of Hadoop DataNode for any other processing than
MapReduce in Hadoop 1.x?

A Yes
A No
A No.Hadoop 1.x dedicates all the DataNode resources to Map and Reduce slots
with no or little room for processing any other workload.

A Can you use Hadoop for Real-time processing?
A Yes
A No

ANo.Hadoop is designed and developer for massively parallel batch processing.



Limitations of Hadoop 1.x

A No horizontal scalability of NameNode

A Does not support NameNode High Availability

A Overburdened JobTracker

A Not possible to run Non-MapReduce Big Data Applications on HDFS

A Does not support Multi-tenancy



Hadoop 1.x —In Summary
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NameNode horizontal scalability & Single

Point of Failure
Single Point

NameNode Failure

Secondary NameNode:

A “Not a hot standby” for the NameNode

You give me
metadata every
hour, I will make

It secure

A Connects to NameNode every hour*

A Housekeeping, backup of NameNode
metadata

A Saved metadata can build a failed
NameNode

metadata




Job Tracker —-Overburdened

ACPU
A Spends a very significant portion of time

and effort managing the life cycle of
applications

Job Tracker

A Network

A Single Listener Thread to communicate
with thousands of Map and Reduce Jobs

Task Tracker



MRv1 -Unpredictability in Large Clusters

As the cluster size grow and reaches to 4000
Nodes

A Cascading Failures

A The DataNode failures results in a serious
deterioration of the overall cluster
performance because of attempts to
replicate data and overload live nodes,
through network flooding.

A Multi-tenancy

A As clusters increase in size, you may want to
employ these clusters for a variety of
models. MRv1 dedicates its nodes to Hadoop
and cannot be re-purposed for other
applications and workloads in an
Organization. With the growing popularity
and adoption of cloud computing among
enterprises, this becomes more important.




Unutilized Data in HDES

A Terabytes and Petabytes of data in HDFES can only be used for MapReduce
processing



[ntroducing Hadoop 2.0

Features Hadoop 1.x Hadoop 2.x

HDES Federation One NameNode and a Multiple NameNode and
Namespace Namespaces

NameNode High Availability |Not present Highly Available

YARN -Processing Control
and Multi-tenancy

JobTracker, TaskTracker

Resource Manager, Node
Manager, App Master,
Capacity Scheduler

A Other important Hadoop 2.0 features

A HDES Snapshots

A NESv3 access to data in HDES
A Support for running Hadoop on MS Windows

A Binary Compatibility for Map Reduce applications built on Hadoop 1.0

A Substantial amount of Integration testing with rest of the projects (such as PIG, HIVE)

in Hadoop ecosystem




Hadoop 2.0 Cluster Architecture -Federation

Hadoop 1.0

Namenode A

Block Management

-—

Datanode Datanode

Block Storage Namespace

Storage

Hadoop 2.0
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Namespace

Block Storage

Datanode 1 Datanode 2 Datanode m

Common Storage



Namespace

Block Storage

HDES ARCHITECTURE

\\Storage

Two main layers

A Namespace

U Consists of dirs, files and blocks

U Supports create, delete, modify and list files or dirs

operations

A Block Storage
U Block Management

A Datanode cluster membership

A Supports create/delete/modify/get block location

operations

A Manages replication and replica placement

U Storage - provides read and write access to blocks



HDES ARCHITECTURE...

Implemented as

A Single Namespace Volume

U Namespace Volume = Namespace + Blocks

Namespace

A Single namenode with a namespace

U Entire namespace is in memory

U Provides Block Management

Block Storage

\\Storage )

A Datanodes store block replicas

U Block files stored on local file system



LIMITATION - SCALABILITY

Scalability

A Storage scales horizontally - namespace doesn’t

A Limited number of files, dirs and blocks

vy 250 million files and blocks at 64GB
Namenode heap size

A Still a very large cluster

A Facebook clusters are sized at ~70 PB storage

Performance

A File system operations throughput limited by a single node

v 120K read ops/sec and 6000 write ops/sec

A Easily scalable to 20K write ops/sec by code improvements



LIMITATION - ISOLATION

Poor Isolation

A All the tenants share a single namespace

y Separate volume for tenants is desirable

A Lacks separate namespace for different application

categories or application requirements

y Experimental apps can affect production apps

y Example - HBase could use its own namespace



LIMITATION - TiGHT COUPLING

Namespace and Block Management are distinct services

A Tightly coupled due to co-location
A Scaling block management independent of namespace is simpler

A Simplifies Namespace and scaling it

Block Storage could be a generic service

A Namespace is one of the applications to use the service

A Other services can be built directly on Block Storage
U HBase

U Foreign namespaces



[solation is a problem for even small
clusters



HDES FEDERATION

; ; T Foreign
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Namespace

Block Pools

Block Storage

\_ Common Storage y

A Multiple independent Namenodes and Namespace Volumes in a cluster

U Namespace Volume = Namespace + Block Pool

A Block Storage as generic storage service
U Set of blocks for a Namespace Volume is called a Block Pool

U DNs store blocks for all the Namespace Volumes — no partitioning



Key Ideas & Benefits

A Distributed Namespace: Partitioned across namenodes
Alternate NN

A Simple and Robust due to independent masters B ipEmetEten . HBase
HDFS
A Each master serves a namespace volume Namespace MR tmp
A Preserves namenode stability — little namenode code change
A Scalability — 6K nodes, 100K tasks, 200PB and 1 billion files
A Block Pools enable generic storage service | SIEEED SENE: ‘

A Enables Namespace Volumes to be independent of each other

A Fuels innovation and Rapid development

A New implementations of file systems and Applications on top of block storage possible

A New block pool categories — tmp storage, distributed cache, small object storage

A In future, move Block Management out of namenode to separate set of nodes

A Simplifies namespace/application implementation

A Distributed namenode becomes significantly simpler



HDES Federation Details

A Simple design
A Little change to the Namenode, most changes in Datanode, Config and Tools
A Core development in 4 months

A Namespace and Block Management remain in Namenode

A Block Management could be moved out of namenode in the future

A Little impact on existing deployments
A Single namenode configuration runs as is
A Datanodes provide storage services for all the namenodes
A Register with all the namenodes
A Send periodic heartbeats and block reports to all the namenodes

A Send block received/deleted for a block pool to corresponding namenode



HDEFS Federation Details...

A Cluster Web Ul for better manageability
A Provides cluster summary
A Namenode list and summary of namenode status

A Decommissioning status

A Tools
A Decommissioning works with multiple namespace
A Balancer works with multiple namespaces

A Both Datanode storage or Block Pool storage can be balanced

A Namenode can be added/deleted in Federated cluster

A No need to restart the cluster

A Single configuration for all the nodes in the cluster



Managing Namespaces

A Federation has multiple namespaces — Don’t you need a single global namespace? Client-side
mount-table

A Key is to share the data and the names used to access the data
A A global namespace is one way to do that

A Client-side mount table is another way to share.

A Shared mount-table => “global” shared view

A Personalized mount-table => per-application view

A Share the data that matter by mounting it

A Client-side implementation of mount tables
A No single point of failure

A No hotspot for root and top level directories




Hadoop 2.0 Cluster Architecture -HA

HDFS .
Client
All name space edits YARN
logged to shared NFS . .
e : Shared Read edit logs and applies
storage; single writer edit logs to its own namespace

(fencing)

Resource

Active Standby
NameNode NameNode

[ —_|

Data Node Data Node

Manager

A

Data Node Data Node

_ App App




Hadoop 2.0 Cluster Architecture -HA

Automatic failover

to Standby Active Standby
NameNode NameNode NameNode
High Availability in "
Hadoop 2.0 ST
NameNode

Manually Recover
using Secondary

NameNode Secondary

NameNode

NameNode recovery in
Hadoop 1.0 | Meta-Data



YARN - Yet Another Resource Negotiator

A Next version of MapReduce or MapReduce 2.0 (MRv2)
AIn 2010 group at Yahoo! Began to design the next generation of MR

HADOOP 1.0 HADOOP 2.0
MapReduce Others
(data processing) (data processing)
MapReduce J J
(cluster resgurce management YARN
& data processing) (cluster resource management)




Apache Hadoop & YARN

A Apache Hadoop

A De facto Big Data open source platform

A Running for about 5 years in production at hundreds of companies like Yahoo, Ebay and
Facebook

A Hadoop 2

A Significant improvements in HDFES distributed storage layer. High Availability, NES,
Snapshots

A YARN - next generation compute framework for Hadoop designed from the ground up
based on experience gained from Hadoop 1

A YARN running in production at Yahoo for about a year
A YARN awarded Best Paper at SOCC 2013



15t Generation Hadoop: Batch Focus

HADOOP 1.0

Built for Web-Scale Batch Apps

All other usage patterns MUST




