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Interactive Streaming

One 

stack to 

rule them all!

 Easy to combine batch, streaming, and interactive computations

 Easy to develop sophisticated algorithms

 Compatible with existing open source ecosystem (Hadoop/HDFS)
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 High end datacenter node

16 cores

10-30TB

128-

512GB

1-4TB

10Gbps

0.2-

1GB/s
(x10 disks)

1-

4GB/s
(x4 disks)

40-60GB/s
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128-

512GB

16 cores

40-60GB/s
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New apps: AMP-Genomics, Carat, …  
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Spark
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





…

Spark

Spark

Streaming Shark

Tachyon









…

Spark

Spark

Streaming Shark

BlinkDB

Tachyon







…

Spark

Spark

Streaming Shark

BlinkDB

Tachyon

Spark

Graph









…

Spark

Spark

Streaming Shark

BlinkDB

Tachyon

Spark

Graph
MLbase





…

Spark

Spark

Streaming Shark

BlinkDB

Tachyon

Hadoop

Spark

Graph
MLbase

GraphLab API

Hive Interface 

and Shell

HDFS API

Compatibility layer for 

Hadoop, Storm, MPI, 

etc to run over Mesos 
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Spark

Spark

Streaming Shark

BlinkDB

Tachyon

Hadoop

Spark

Graph
MLbase

Support HDFS API, 

S3 API, and Hive

metadata

Support Hive API

Accept inputs 

from Kafka, 

Flume, Twitter, 

TCP Sockets, 

…
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lines = spark.textFile(“hdfs://...”)

errors = lines.filter(_.startsWith(“ERROR”))

messages = errors.map(_.split(‘\t’)(2))

cachedMsgs = messages.cache()

cachedMsgs.filter(_.contains(“foo”)).count

cachedMsgs.filter(_.contains(“bar”)).count

. . .

tasks

results



messages = textFile(...).filter(_.contains(“error”))
.map(_.split(‘\t’)(2))



val data = spark.textFile(...).map(readPoint).cache()

var w = Vector.random(D)

for (i <- 1 to ITERATIONS) {
val gradient = data.map(p =>
(1 / (1 + exp(-p.y*(w dot p.x))) - 1) * p.y * p.x

).reduce(_ + _)
w -= gradient

}

println("Final w: " + w)



1 5 10 20 30

127 s / iteration

first iteration 174 s
further iterations 6 s



 map

 filter

 groupBy

 sort

 join

 leftOuterJoin

 rightOuterJoin

 reduce

 count

 reduceByKey

 groupByKey

 first

 union

 cross

sample

cogroup

take

partitionBy

pipe

save

...
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CREATE TABLE mydata_cached AS SELECT …
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http://shark.cs.berkeley.edu


SELECT * FROM grep WHERE field LIKE ‘%XYZ%’;

Shark (cached)

Shark

Hive

0 50 100 150 200 250

207s

182s

12s

Execution Time (secs)



 SELECT sourceIP, AVG(pageRank), SUM(adRevenue) AS earnings
FROM rankings AS R, userVisits AS V ON R.pageURL = V.destURL
WHERE V.visitDate BETWEEN ‘1999-01-01’ AND ‘2000-01-01’
GROUP BY V.sourceIP
ORDER BY earnings DESC
LIMIT 1;

Shark (cached)

Shark

Hive

0 100 200 300 400 500

447s

270s

126s

Execution Time (secs)
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https://amplab.cs.berkeley.edu/software/
http://spark.apache.org/

