
ˏ̘̏̃̆̎̋̏ ˍ̌̆̋̒̆̊, 

̋Ȣ̓Ȣ̎Ȣȟ ̒Ȣ̎Ȣ̒. 

ˏ˙˗ ˙ːˠ˕˜˕ ˝ˍ˚
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ÁInternet companies swimming in data
ÅE.g. TBs/day at Yahoo!

Á5ŀǘŀ ŀƴŀƭȅǎƛǎ ƛǎ άƛƴƴŜǊ ƭƻƻǇέ ƻŦ ǇǊƻŘǳŎǘ ƛƴƴƻǾŀǘƛƻƴ

ÁData analysts are skilled programmers



Scale Often not scalable enough

$ $ $ $
Prohibitively expensive at web scale
ÅUp to $200K/TB 

SQL

ÅLittle control over execution method
ÅQuery optimization is hard
ÅParallel environment
ÅLittle or no statistics
ÅLots of UDFs



Á

Á

Á

. . .



Input
records

k1 v1

k2 v2

k1 v3

k2 v4

k1 v5

map

map

k1 v1

k1 v3

k1 v5

k2 v2

k2 v4

Output
records

reduce

reduce

Just a group-by-aggregate?



Scale

Scalable due to simpler design
ÅOnly parallelizable operations
ÅNo transactions

$ Runs on cheap commodity hardware

Procedural Control-ŀ ǇǊƻŎŜǎǎƛƴƎ άǇƛǇŜέSQL 



1. Extremely rigid data flow

Other flows constantly hacked in

Join, Union Split

M R

M M R M

Chains

2. Common operations must be coded by hand
ÅJoin, filter, projection, aggregates, sorting, distinct

3. Semantics hidden inside map-reduce functions
ÅDifficult to maintain, extend, and optimize



Need a high-level, general data flow language



Need a high-level, general data flow language





Â

Â

Â

Â

Â

Â

Â



Â

Â

Â

Â

Â



Â

Â









Â

Â

Â

Â

Â

Â

Â



User Url Time

Amy cnn.com 8:00

Amy bbc.com 10:00

Amy flickr.com 10:05

Fred cnn.com 12:00

Find the top 10 most visited pages in each category

Url Category PageRank

cnn.com News 0.9

bbc.com News 0.8

flickr.com Photos 0.7

espn.com Sports 0.9

Visits Url  Info



Load Visits

Group by url

Foreach url

generate count
Load Url Info

Join on url

Group by category

Foreach category

generate top10 urls





The step-by-step method of creating a program in Pig is much cleaner and simpler 
to use than the single block method of SQL. It is easier to keep track of what your 
variables are, and where you are in the process of analyzing your data.

Jasmine Novak
Engineer, Yahoo!

ÅAutomatic query optimization is hard 
ÅPig Latin does not preclude optimization

With the various interleaved clauses in SQL, it is difficult to know what is actually 
happening sequentially. With Pig, the data nesting and the temporary tables get 
ŀōǎǘǊŀŎǘŜŘ ŀǿŀȅΦ tƛƎ Ƙŀǎ ŦŜǿŜǊ ǇǊƛƳƛǘƛǾŜǎ ǘƘŀƴ {v[ ŘƻŜǎΣ ōǳǘ  ƛǘΩǎ ƳƻǊŜ ǇƻǿŜǊŦǳƭΦ 

David Ciemiewicz
Search Excellence, Yahoo!



Operates directly over files



Schemas optional; 
Can be assigned dynamically



User-defined functions (UDFs) 
can be used in every construct
ÅLoad, Store
ÅGroup, Filter, Foreach





Â

Year Temper
ature

Air 
Quality é

1998 87 2 é

1983 93 4 ..

2008 90 3 é

2001 89 5 é

1965 97 4 é

SELECT Year, MAX(Temperature)

FROM  Table1

WHERE AirQuality = 0|1|4|5|9

GROUPBY Year

Table1
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Compilation



Parsing

Ţype checking with schema

Ŗeferences verification

Ļogic plan generating

¸One-to-one fashion

¸Independent of execution platform

¸Limited optimization

¸No execution until DUMP or STORE



Logic Plan

A=LOAD 'file1' AS (x, y, z);

B=LOAD 'file2' AS (t, u, v);

C=FILTER A by y > 0;

D=JOIN C BY x, B BY u;

E=GROUP D BY z;

F=FOREACH E GENERATE     

group, COUNT(D);

STORE F INTO 'output';

LOAD

FILTER

LOAD

JOIN

GROUP

FOREACH

STORE



Physical Plan

1̧:1 correspondence with most logical operators

Ȩxcept for:

¸DISTINCT

¸(CO)GROUP

¸JOIN

¸ORDER



LOAD

FILTER

LOAD

JOIN

GROUP

FOREACH

STORE

LOAD

FILTER

LOAD

LOCAL REARRANGE

PACKAGE

FOREACH

STORE

GLOBAL REARRANGE

LOCAL REARRANGE

PACKAGE

FOREACH

GLOBAL REARRANGE



MapReduce Plan

Ḑetermine MapReduce boundaries

ĢLOBAL REARRANGE

ŞTORE/LOAD

Şome operations are done by MapReduce 

framework

Çoalesce other operators into Map & Reduce 

stages

Ģenerate job jar file



LOAD

FILTER

LOAD

LOCAL REARRANGE

PACKAGE

FOREACH

STORE

GLOBAL REARRANGE

LOCAL REARRANGE

PACKAGE

FOREACH

GLOBAL REARRANGE

FILTER

LOCAL REARRANGE

Map

Reduce

Map

Reduce

PACKAGE

FOREACH

LOCAL REARRANGE

PACKAGE

FOREACH
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Images from  http://wiki.apache.org/pig/PigTalksPapers
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Á

Á

Á

Á

Á

Á

$HIVE_HOME/hive/ conf /hive - site.xml

Á

$BIGINSIGHTS_HOME/hive



Á

$HIVE_HOME/bin/hive

Á

Á

Á

Á

$ $HIVE_HOME/bin/hive

2013 - 01- 14 23:36:52.153 GMT : Connection obtained for host: master -

Logging initialized using configuration in file:/opt/ibm/biginsight

Hive history file=/var/ibm/biginsights/hive/query/biadmin/hive_job

hive> show tables;

mytab1

mytab2

mytab3

OK

Time taken: 2.987 seconds

hive> quit;

../[biadmin@master-1-internal ~]$ $HIVE_HOME/bin/hive2013-01-14 23:31:41.756 GMT : Connection obtained for host: master-1-internal.imdemocloud.com, port number 1528.Logging initialized using configuration in file:/opt/ibm/biginsights/hive/conf/hive-log4j.propertiesHive history file=/var/ibm/biginsights/hive/query/biadmin/hive_job_log_biadmin_201301141831_1638333177.txthive>


Á

Á

Á

Á

Á

Á array< int >

Á struct <f1:int,f2:array<string>>

Á map<int,string >

Á uniontype <int,string,double >

Á

Á

Á

Á

Á

Á



ÁHive warehouse directory structure

/ biginsights /hive/warehouse/

db1.db/

tab1/

tab1.dat

part_tab1/

state=NJ/

part_tab1.dat

state=CA/

part_tab1.dat

ÁData files are just regular HDFS files
ïInternal format can vary table-to-table (delimited, sequence, etc.)

ÁSupports ñexternalò tables 



Á

hive> create table users
(

id        int ,
office_id int ,
name      string,
children  array<string>

)
row format delimited

fields terminated by '|'
collection items terminated by ':'

stored as textfile ;

Á

hive> show tables ;
OK
users
Time taken: 2.542 seconds

hive> describe users;
OK
id         int
office_id int
name       string
children   array<string>
Time taken: 0.129 seconds

1|1|Bob Smith|Mary

2|1|Frank Barney|James:Liz:Karen

3|2|Ellen Lacy|Randy:Martin

4|3|Jake Gray|

5|4|Sally Fields|John:Fred:Sue:Hank:Robert



Á

hive> load data local inpath 'users.dat' into table users;

Copying data from file:/home/biadmin/hive_demo/users.dat

Copying file: file:/home/biadmin/hive_demo/users.dat

Loading data to table default.users

OK

Time taken: 0.276 seconds

Á

Á

Á

hive> select * from users;

1       1       Bob Smith       ["Mary"]

2       1       Frank Barney    [" James","Liz","Karen "]

3       2       Ellen Lacy      [" Randy","Martin "]

4       3       Jake Gray       []

5       4       Sally Fields    [" John","Fred","Sue","Hank ",é



Á

Á

create table emps_by_state

as

select o.state as state, count(*) as employees

from office o left outer join users  u

on u.office_id = o.office_id

group by o.state ;

create table emps_by_state ... stored as textfile ;

insert overwrite table emps_by_state

select o.state as state, count(*) as employees

from office o left outer join users  u

on u.office_id = o.office_id

group by o.state ;



Á STORED AS

ÁTEXTFILE

ÁSEQUENCEFILE

ÁRCFILE

ÁINPUTFORMATOUTPUTFORMAT

Á

Á

create table foo ( é )

row format delimited fields terminated by ó,ô

storage format sequencefile ;



Á

Á

Á

Á

Á DELIMITED

Á

Á

ÁTIMESTAMP

Á \ N

Á STORED BY

create table foo ( é )

storage format sequencefile

stored by 

óorg.apache.hadoop.hive.serde2.lazy.LazySimpleSerDeô
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Á

Á

Á

Á

Á

hive> explain select o.state as state, count(*) 

as employees

from office o left outer join users  u

on u.office_id = o.office_id

group by o.state

order by state;

STAGE DEPENDENCIES:

Stage - 1 is a root stage

Stage - 2 depends on stages: Stage - 1

Stage - 3 depends on stages: Stage - 2

Stage - 0 is a root stage

...



Á

Á

Á

Á

Á

select ...

from T1, T2

where T1.a = T2.b

select ...

from T1 join T2

on T1.a = T2.b

hive> select o.state as state, count(*) as 

employees

from office o left outer join users  u

on u.office_id = o.office_id

group by o.state

order by state;
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Á
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1011010
0101001
0011100
1111110
0101001
1010111
0111010

users

1011010
0101001
0011110
0111011

office


