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Motivation

» Around 80% of data are unstructured text documents
®» Reporfs

» Web pages

» Tweefs

» E-mails

» TJexts contain useful information

» Enfities

» Entity Relationships
» Fqcfts

» Sentiments



Def: Information Extraction

» |nformation Extraction (IE) is the process of deriving structured
factual information from digital text documents.

Persons | Occupation
Elvis singer

Elvis is a singer. )




Need for structured data

» Business intelligence tools work with structured data
=» OLAP
= Data mining
» To use unstructured data with business intelligence tools

» Requires that structured data to be extracted from unstructured
and semi-structured data

hy would anybody want to do Information Extractione

» The reason is that...

this is abundant... this is useful.

Elvis is a singer. — Eler'sons c?CCUIOEB’CIOH
vis singer




Problem with unstructured data

» Structured data has

» Known attribute types
®» [nfeger
» Character
» Decimal

®» Known usage

» Represents salary versus zip code

» Unstructured data has no

= Known afttribute types nor usage
» Usage is based upon context

= Tom Brown has brown eyes

®» A computer program has to be able view a word in context to
know its meaning



Difficulty: Ambiguity

» “Ford Prefect thought cars were the dominant life form on
Earth.”

» “Ford Prefect”
» cntity name (of person "Ford Prefect”) ¢

» entfity name (of car brand) ¢




Difficulty:Detect phrases

» Flvisis arock star. E—)

» Flvisis arock star.

l

» F|visis areal rock star. E—)




Application: Customer care

Dear Apple support,

my iPhone 5 charging cable is not interoperable with my fridge.
Can you please help mee

4

Product _____Part _______|Problem ____

iPhone 5 Charger Compatibility




Application: Opinion Mining

IPhone maps doesn’t work

!

Product __________Opinion_________

iPhone negative




Application: Portals

Extraction Engine

!

Everything about

Portal

Organization/Person/...




Application: Portals

DBLife |

| | Search |

Help

The Cimple Project

IBM Research

Bing Google Kosmix Wikipedia Yahoo!

K & wepn Apsag
A e,

Clu 1 | Or

Carie;

Ay
e, ,

Web Search Results
IEM Eesearch: Overview - United States

KapTorpadwueckme gaqqwe & 2014 Google

Thod-

Curie oy

*
Ilapk okpyra
Canra Tepeca

Sania Teresa
County Park

B0 gy

Forp -

poJm

Related People
Inderjit S. Dhillon
EBing Lin
Eenneth A Ross
Elke A Fundensteiner
Haixun Wang
Shivnath Babu
Yoelle Maarek
Divesh Srivastava
Carlo Zaniolo
Wei Wang

Neeraj Mittal
Gerhard Weiloum
Philip 5. Yo
Kiaofang Fhou
Arun Tyengar

fewer

T
KapTa Cn:.'THMK|
i

*,

%o

YonoewA menonbzoeaqHnA  Coofumte of owwdke Ha kapTe

The World is Our Laboratory No matter where discovery takes place, IBM researchers push the boundaries of science,

technology and business to make the ...
hitp:/fwww.research.ibm. com/

IBM Thomas J. Watson Research Center

Established in 1961, the Thomas J. Watson Research Center includes ...

http:/fwwrw. watson.ibm . com/
IEM Eesearch: Almaden: San Joze. California US A

Learn more about IBM Research — Almaden, one of 11 laboratories worldwide ...

http:/fwrww.almaden ibm com.
IEM Research - Wikipedia the free encyclopedia

IBM Research is a research and development organization consisting of twelve laboratories, worldwide. IBM Research

was established with the 1945 opening ...
hitp:/fen. wikipedia org/wikiTBM Fesearch

Frrm Mnnela Tah Saarch



Application: Question Answering

» \Which protein inhibits atherosclerosis?

= Who was king of England when Napoleon | was Emperor of
France?

®» Has any scientist ever won the Nobel Prize in Literaturee
Which countries have a HDI comparable to Sweden’s?e

hich scientific papers have led to patents?




Question Answering

» Questions of this kind can be answered with structured information.

Person | Occupation | Awards ______

Russell Mathematician NP Literafure
Bohr Physicist NP Physics




Question Answering

» Structured information can be extracted from digital documents.
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Bertrand Russell

From Wikipedia, the free encyclopedia

Bertrand Arthur William Russell, 3rd Earl Russell, OM, FRSI' (18 May 1872 -2
February 1970) was a British philosopher, logician, mathematician, historian, and
social critic.[?] At various paoints in his life he considered himself a liberal, a socialist,
and a pacifist, but he also admitied that he had never been any of these in any
profound sense.’] He was born in Monmouthshire, into one of the most prominent
aristocratic families in Britain. 4!

Russell led the British "revolt against idealism" in the early 20th century.[5] Heis
considered one of the founders of analytic philosophy along with his predecessor
Gottlob Frege and his protégé Ludwig Witigenstein. He is widely held to be one of
the 20th century's premier logicians.2! He co-authored, with A. N. Whitehead,
Principia Mathematica, an attempt to ground mathematics on logic. His
philosophical essay "On Denoting" has been considered a "paradigm of
philosophy."[®] His work has had a considerable influence on logic, mathematics,
set theory, linguistics, computer science (see type theory and type system), and
philosophy, especially philosophy of language, epistemology, and metaphysics.

Russell was a prominent anti-war activist; he championed anti-imperialism(”18] and
went to prison for his pacifism during World War 1.I%! Later, he campaigned against
Adolf Hitler, then criticised Stalinist totalitarianism, attacked the United States of
America's involvement in the Vietnam War, and was an ou N proponent of
nuclear disarmament.l'% In 1950 Russell was awarded thg Nobel Prize fn
Literature, "in recognition of his varied and significant writings 1n whiC
champions humanitarian ideals and freedom of thought."“ 1
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Bertrand Russell

Born

Died

18 May 1872
Trellech, Monmouthshire, UK

2 February 1970 (aged 97)
Penrhyndeudraeth, Wales, UK



Application: IBM WATSON

» |BM Watson is a question answering system based on many
sources (i.a. YAGO).

» [f outperformed the 74-fold human winner of the Jeopardy!
quizz show.




Application: Midas

Use case : Midas Financial Insight

Entity Integration Over Financial Data
Other Data

News I e Extraction and cleansing of financial data and linking
R NEWS informat_ion across multiple sources o
Providers F =z ¢ Uncovering non-obvious relationships between organizations
L\; ' e Computation of key financial metrics using data extracted

Internet — blogs, onhae from multiple sources of public data

discussions, boards

R rds

Public Data FDIC Call Data]

- Midas
SEC Filings Financial
OTS ThiTt g Insight

Financial Records

¢ Loan officers
¢ Credit Committees
e Regulatory analyst

Controlled ¢ Analyst for financial data services
Data ¢ Investment Banker
Specific data ¢ Individual investor

requests between
transaction parties



Application: British Library

» The British Library has a very large and rapidly growing web
archive portal that allows researchers and historians to explore
preserved web content.

= With initial manual methods, pages of 5,000 .uk websites were

classified by 30 research analysts. However, the cost to
manually archive the entire .uk web domain — which
omprises 4 million websites and is growing daily — would be
exorbitant.

The British Library uses InfoSphere Biginsights and a classification
module built by IBM to electronically classify and tag web
content and enable/create visualizations across numerous
commodity PCs in parallel, dramatically reducing the cost of
archiving.

» The British Library can now archive and preserve massive
numbers of web pages and allow patrons to explore and
generate new data insights.



Information Extraction Steps

» Source Selection and Preparation
® Entity Recognition
» Named Entity Annotation

Entity Disambiguation




Source Selection and Preparation

» The corpus is the set of digital text documents from which we
want to extract information.

» Where do we get our corpus frome
= \We can use a given corpus

» We can crawl the Web

» A Web crawler is a system that follows hyperlinks, collecting all pages on
the way.

» We can find pages on demand

» [ g. Google Search



Information Extraction Steps

» Source Selection and Preparation
= Entity Recognition
» Named Entity Annotation

Entity Disambiguation




Def: Named Entity Recognition

» Named entity recognition (NER) is the task of finding entfity
names in a Corpus.

Uruguay's economy is characterized by an export-oriented
agricultural sector, a well-educated workforce, and high levels of
lal spending.




NER is difficult

Ford Prefect|thought cars were the dominant life form on Earth.”

| ~—

entity name entity name
(of;for brand) ¢ (of person "Ford Prefect”) ¢




NER Approaches

= by dictionaries

® by rules (regular expressions)




Def: Dictionary

» A dictionary is a set of names.
» Countries

» Cifies

= Organizations

» Company staff

NER by dictionary finds only names of the dictionary.




NER by dictionary

» NER by dictionary can be used if the entities are known upfront.

» Countries: {Argenting, Brazil, China, Uruguay, ...}

... the economy suffered from lower demand in
Argentina |ond Brazill which together account for
nearly halt of|Uruguay(s exports ...




Trie

» A frie is a tfree, where nodes are
labeled with booleans and edges are
labeled with characters.

® A frie contains a string, if the string
denotes a path from the root to a
node marked with 'true’.

Example
= {ADA, ADAMS, ADORA}




Adding strings

» To add a string that is a prefix of an X
existing string, switch node to 'true’.
= {ADA, ADAMS, ADORA} + ADAM LA
» To add another sfring, make a new X
branch. %
{ADA, ADAM, ADAMS, ADORA} +
ART X




Tries can be used for NER

®» [For every character in the doc X

» advance as far as possible in the trie A
and

®» report match whenever you meet a

X
'frue’ node l

» Tries have good runtime

» O(textLength x maxWordLength)

Adams adores Adora.




Dictionary NER

» Dictfionary NER is very efficient, but dictionaries:
= have to be given upfront
®» have fo be maintained to accommodate new names
®» cannot deal with name variants

» cannot deal with unknown sets of names (e.g., people names)




NER Approaches

» py dictionaries

= by rules (regular expressions)




Disadvantages of Dictionary Approach

» Dictionaries do not always work

® [f s unhandy/impossible to come up with exhaustive sets of all
movies, people, or books.




Some names follow patterns

From 1713 to 1728 and from 1732 to
1918, Saint Petersburg was the
Imperial capital of Russia.

Years

ﬂr. Albert Einstein, one of the great
thinkers of the ages

People
with Titles

Main street 42
West Country

Addresses




Regular expressions

®» Regular expressions are used to extract textual values from a
non-structured file

®» There is a defined set of structural specifications that are used
to find patterns in the data

» Example (uses Perl syntax)
Phone numbers (e.g. (123) 456-78-90)
» \ (\d{3}\) \d{3\-\d{2}\-\d{2}
= \(\d\d\d\) \d\d\d\-\d\d\-\d\d
» Address (e.g. Main street 42)
» [A-Z][a-z]* (street|str\.) [0-9]+




Character category and character classes
category

\\ The backslash character
\f The tab character
\n The newline character
\r The carriage-return character
\e The escape character
The space character

[abC] a, b,orc
[ANabcC] Any character except a, b, and ¢
[a-Z] a through z, inclusive




Predefined character classes

Character Class__|Meaning

any character That particular character
Any character except the newline character
\W Any word character
\W Any non-word character
\p{L} Any word character
\p{LI} Any lower case word character
\p{Lu} ANy upper case work character
\d Any digit [0-9]
\D Any non-digit [A\d]
\S Any whitespace character

\S Any non-whitespace character [A\s]




Boundary matches and greed quantifiers

The beginning of a line

N
&

\b
\B

¢
+

{n}
{n.}

{n.m}

The end of a line
A word boundary
A non-word boundary

X, once or not at all

X, zero or more times

X, one or more times

X, exactly n times

X, at least n times

X, at least n times but not more than m times



Logical operators

XY X followed by Y
X|Y either X or Y




Finite State Machine

» A Finite state machine (FSM) is a quintuple of
= an input alphabet A

» (O finite non-empty set of states S

® an inifial state s, an element of S

» g sef of final states F< S

» g stafe fransition relation 6 < S x A xS

An FSM is a directed multi-graph, where each edge is labeled
with a symbol or the empty symbol ¢

» One node is labeled "start”

®» /ero or more nodes are labeled "final”

Start a d Final




Def. Acceptance

» An FSM accepts (also: generates) a string, if there is a path
from the start node to a final node whose edge labels are the
string.

» (The symbol e can be passed without consuming a character of the
strinQ)

®» To check whether a given string is accepted by a FSM, find a
ath from the start node to a final node whose labels
correspond to the string.

ad Vv

bcc V
bb X

~O—— 0

Final




FSM = Regex

® [or every regex, there is an FSM that accepts exactly the words
that the regex matches (and vice versa).

®» Regkx
» 42(0)+
Implified regex
= 420(0)*
FSM
O 4 O 2 0
%0

[ [ Ry

Matcher

» His favorite numlbers are 42, 4200, and 19.



Information Extraction Steps

» Source Selection and Preparation
® Entity Recognition
= Named Entity Annotation

Entity Disambiguation




Def: Named Enfity Annotation

» Named Entity Annotation (NEA) is the task of (1) finding entity
names in a corpus and (2) annotating each name with a class
out of a set of given classes.

Example

Classes: {Person, Location, Organization, ..}

Andrey Nikolaevich Kolmogorov i[graduated

frclm the[Moscow State University in 1925.

Person Organization




Classes for NEA

®» Person

= QOrganization

= |ocation
Address

DateTime
EmailAddress
PhoneNumber
URL



Example

In 1930, Kolmogorov went on his first long trip abroad,
traveling to Gottingen and Munich, and then to Paris.
His pioneering work, About the Analytical Methods of
Probability Theory, was published (in German) in 1931.
Also in 1931, he became a professor at the Moscow

S’r/J’re University.

In 1930, [PER Kolmogorov] went on his first long trip
abroad, fraveling to [LOC Gottingen] and [LOC
Munich] , and then to [LOC Paris] . His pioneering
work, About the [MISC Analytical Methods of
Probability Theory] , was published (in [MISC German]
) in 1931. Also in 1931, he became a professor at the
[ORG Moscow State University] .




NEA Approaches

= NEA by rules
» |[earning NEA rules
» NEA by statistical models

» | earning statistical NEA models




Def: NEA by rules

» NEA by rules uses rules of the form PATTERN => CLASS

® |t annotates a string by the class CLASS, if it matches the NEA
pattern PATTERN.

®» Example
» ([A-Z][a-Z]+) (Ci’ry|Fores’r) => Location

Light Citylis the only city in Ursa Minor.

l

Location




Def: NEA pattern, feature
» A NEA pattern is a sequence of features.

([A-Z][a-Z]+) (City | Forest) => Location

7\ 4
Feature Feature

» /Feqtures can be more than regexes

Dictionary:Title "." CapWord{2} => Person

{Dr,MrProf,...} {} {Ab Cd, Efg Hij,...}



Def. Context/Designated features

» Designated features in a NEA pattern are those whose match
will be annotated.

» The ofhers are context features.

"a pub in” [CapWord] => location

Arthur and Fenchurch have a drink
infa pub in Taunton

l

<loc>Taunton</loc>




NEA Approaches

» NEA by rules
= Learning NEA rules
» NEA by statistical models

» | earning statistical NEA models




Where do we get the rules from?e
» NEA rules are usually designed manually (as in the GATE
system).

» However, they can also be learned automatically (as in the
Rapier, LP2, FOIL, and WHISK systems).




Bottom Up NEA rule learning

®» |nput: A corpus annotated with classes
» Qutput: NEA rules

» Algorithm:

1. Make one rule for each annotation
. Prune redundant rules, merge rules

3. Ifrules are not general enough, go to 2



Example: Bottom up NEA rule learning

0. Start with annotated training corpus

1. Find a NEA rule for each annotation

<pers>Arthur</pers> says 'Hello’

!

[Arthur] "says 'Hello

=> pers




Example: Bottom up NEA rule learning

2. Merge two rules by replacing a feature by a more general
feature

[Ford] "says "Hello
[Arthur] "says 'Hello

l Generalize

=> pers
' =>pers

[CapWord] "says 'Hello’” => pers




Example: Bottom up NEA rule learning

3. Merge two rules by dropping a feature

[CapWord] "says Bye
[CapWord] "says "Hello

l Drop

[CapWord] "says"” => pers

=> pers
" =>pers




Example: Bottom up NEA rule learning

4. Remove redundant rules

[CapWord] (says | yells | screams)=>pers
[CapWord] "says” => pers

l

[CapWord] (says | yells | screams)=>pers

5. Continue




NEA Approaches

= NEA by rules
» |[earning NEA rules
= NEA by statistical models

» | earning statistical NEA models




Def: Statistical NEA corpus

» A corpus for statistical NEA is a vector of words ("tokens”).

» The output is a vector of class names.

» Words that fall info no class are annotated with "other”

Adams lives in  California =: X, Input
pers oth oth loc =Y, output

X is a vector of words
Y is a vector of class names



Def: Statistical NEA Feature

» |n statistical NEA, a feature is a function that maps
= q word vector X
= Q positioniin X
®» ( class namey

» {0 areal value

f. (X;i;y) = 1if X[i] is CapWord & y=Person
=0 else

fo(X; 15 y) = 1if x_4istitle Ay = Person



Example: Statistical NEA features

f, (X 1y) =1

if X[i] is CapWord & y=Person

=0 else

» f (< Arthur talks>
» f (< Arthur talks>
(< Arthur talks>
f, (< Arthur,talks>

; 1, Person) =1
; 2; Person) =0
; 1, Location) =0

; 2, Location) =0



Def: Statistical NEA

» Given
® O corpus vector X =< x;; ...; Xy >
» g vector of features F =<f,; f,; ...; f,>
» g weight vector W =< w;w,; ... ;w, >

» Compute class names Y =<vy,; ...; Y, >
at maximize

= Yixjw; (X, i yi)

» "Find class names for the words, s.t. each feature is happy for
each word.”



NEA Approaches

» NEA by rules
» |[earning NEA rules
» NEA by statistical models

= Learning statistical NEA models




Where do we get the weights from@

» Define features F=<f,; ...;f >
®» Produce a training corpus (i.e., a manually annotated corpus)
B (X =<X;; . X > Y =<V .Y >)

» Find weights W =< w;,; ...;w,, > for the features so that statistical
NEA annotates the training corpus correctly




Information Extraction Steps

» Source Selection and Preparation
® Entity Recognition
» Named Entity Annotation

Entity Disambiguation




Def: Disambiguation

®» Given an ambiguous name in a corpus and its meanings,
disambiguation is the task of determining the intended
meaning.

Homerleats
a doughnut.




Disambiguation Setting
» Usually NER runs first, and the goal is to map the names to

entities in a KB.

Corpus Knowledge Base

|Obe| /‘;I E/L\\

a doughnut.

American

> Poet




Disambiguation Approaches

» Context-based
» Disambiguation Prior

» Coherence




Def. Context-based disambiguation

» Context-based disambiguation (also: bag of words
disambiguation) maps a name in a corpus to the entity in the
KB whose context has the highest overlap to the context of the
name.

®» The context of a word in a corpus is the multi-set of the words in
its vicinity without the stopwords.

» “Homer eats a doughnut.”

» Context of "Homer”: {eats, doughnut}

» The context of an entity in a KB is the set of all labels of all
entities in its vicinity.

label N \
USA\ USA Context
ARy label .
7 of Homer:
likes "America” {doughnut,
abel USA, America}

doughnut ——— “doughnut”



Def: Disambiguation Prior
» A disambiguation prioris a mapping from names to their

meanings, weighted by the number of times that the name
refers to the meaning in a reference corpus.

Simpsons Store

4/
This is very important

for the| Simpsons 493201




Def: Coherence Criterion

» The Coherence Criterion postulates that entities that are
mentioned in one document should be related in the KB.

Bartland[Homer|accidentally launch a model rocket into
the[Springfield|church, causing Lisa to leave Christianity.




Questions ¢




