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LARGE-SCALE DATA ANALYTICS

= MapReduce computing paradigm (E.g., Hadoop) vs. Traditional database
systems
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e Many enterprises are turning to Hadoop
O Especially applications generating big data

O Web applications, social networks, scientific applications
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= BBegeHue B Hadoop

= ApxuTtekTtypa Hadoop

= [Tapagurma map-reduce

= ApXUTeKTypa cTeka KoMmnoHeHTOB Hadoop

= Korpa ctout npuMeHnsaTs Hadoop?




UCTOPHUA (© WIKIPEDIA)

B 2005 roay JIJIsl IOCTPOEHMS MPOrpaMMHON HHPPACTPYKTYPhI pacnpeaeseHHbIX
BBIYMCJIEHUH JJIs1 IPOEKTa — CBOOOIHOM Ha (Ha
OCHOBE NyOJIMKALUH COTPYAHHUKOB O BbIYUCJIUTEJIbHOW KOHLENUU ) lIpoekT

ObLJ1 HA3BaH B YeCTb UTPYILIEYHOT0 CJIOHEHKA peOEHKA 0CHOBATEJIS

= B Teuenue 2005—2006 rogoB Hadoop pa3BuBaJsica yCUIMAMHU [BYyX pa3paboTynkoB — KaTTUHra u
Marika Kadapesnnnl (Mike Cafarella) B pexkvuMe 4aCTUYHOM 3aHATOCTH ", CHa4aJ/la B paMKax MPO€EKTa
Nutch, 3aTem — npoekTa

= B auBape 2008 roga Hadoop cTaHOBUTCS MPOEKTOM BEPXHETO YPOBHSI CUCTEMbI IPOEKTOB
.B Hadoop no6us MupoBOU peKop i MPOU3BOAUTENBHOCTH
— 1 ThauT 6b11 06paboTaH 3a 209 cek. Ha kyacTtepe U3 910 y3y10B'>.. C 3TOro MOMeHTa HauKWHaeTCs
mrpokoe npuMeHeHre Hadoop 3a npeaesnamu Yahoo — TeXHOJIOTHIO [Jis1 CBOUMX CAaUTOB
BHE/IPAIOT ) ,

= B KaTTUHT nnepexoJuT B , KOTOPBIY,
6J1arofapsl TAaKOMYy nepexoly, KOMMeHTATOPbl XapaKTePU3YIOT KaK «HOBOTro 3HaMmeHoc1a Hadoop»
= B KopIopauus npenoctaBuia Apache Software Foundation npaBa Ha

MCIo/Ib30BaHKe TexHoa0ruu MapReduce, yepe3 Tpu Mecsiia rocJe eé 3aliuThl B
, TEM CaMbIM M306aBUB OPraHMU3aI[MI0 OT BO3MOXKHbBIX MaT€HTHBIX MPeTeH3UN

Hadoop Creation History
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' i
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I i
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MapReduce papers Yahoo! hires Cutting, cloudera _D::.Ug ICut;lng
s cle Hadoop spins out of Nutch Founded joins Cloudera
=OOSTIC o rE=TdlaTam

Facebooks launches Hive:
SQL Support for Hadoop Hadoop Summit 2009,

Source: Cloudera, Inc. 750 attendees
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WHAT IS HADOOP

= Hadoop framework consists on two main layers

= Distributed file system (HDES)

= Execution engine (MapReduce)

master slave

task task
tracker tracker

-

MapReduce | job |
layer | tracker |

HDFS
layer

multi-node cluster




What is Hadoop?

e Open source project The Apache Software

Foundation

* Written in Java Z
(¢
e Optimized to handle Y, h = (dd Bp

e Massive amounts of data through parallelism

e Avariety of data (structured, unstructured, semi-structured)
e Using inexpensive commodity hardware

e Great performance

e Reliability provided through replication

e Not for OLTP, not for OLAP/DSS, good for Big Data

e Current version: 0.20.2



Hadoop-related open source projects
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Hadoop is not for all types of work

* Not to process transactions (random access)

Not gooc
Not gooc
Not gooc

Not gooc
data

when work cannot be parallelized
for low latency data access

for processing lots of small files

for intensive calculations with little



Terminology review
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Terminology review

Hadoop cluster
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Hadoop architecture

e Two main components:

— Hadoop Distributed File System (HDFS)
— MapReduce Engine



Hadoop distributed file system (HDFS)

 Hadoop file system that runs on top of
existing file system

* Designed to handle very large files with
streaming data access patterns

e Uses blocks to store a file or parts of a file

Block 81

.-"'-.//
HHT BElock #2

Input Data Block #3



HDFS - Blocks

 File Blocks

— 64MB (default), 128MB (recommended) — compare to
4KB in UNIX

— Behind the scenes, 1 HDFS block is supported by
multiple operating system (OS) blocks

128 MB HDFS Block

OS Blocks




HDFS - Blocks

e Fits well with replication to provide fault tolerance and
availability

 Advantages of blocks:
— Fixed size — easy to calculate how many fit on a disk
— A file can be larger than any single disk in the network

— If a file or a chunk of the file is smaller than the block size, only
needed space is used. Eg: 420MB file is split as:

128 MB 128 MB 128 MB | 36 MB




HDFS - Replication

e Blocks with data are replicated to multiple nodes
e Allows for node failure without data loss

Node 1 Node 3
Block #2

Block #1

ot
-

Block 81

g h, —

Block 842 Block #3

Block 83




Writing a file to HDFS

HDFS Client

File 1
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Writing a file to HDFS
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File 1
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Writing a file to HDFS
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Writing a file to HDFS
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Writing a file to HDFS
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Writing a file to HDFS

HDFS Client
File 1
A B2 | B3
ack
_ NameNode n1 ni
| n2 n2
n3 n3 n3
nd n4 nd
rack 1 rack 2 rack 3




Writing a file to HDFS

ni

ElE

n2

n3

HDFS Client
File 1
B2] B3
NameNode n1 ni
2 2
n3 |:| n3
n4 nd
rack 1 rack 2

n4

rack 3




Writing a file to HDFS
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File 1
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complete
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HDFS Command line interface

e File System Shell (fs)

e Invoked as follows:

hadoop fs <args>

e Example:

e Listing the current directory in hdfs

hadoop fs —Is .




HDFS Command line interface

e FS shell commands take paths URIs as argument

* URI format: scheme://authority/path

e Scheme:

e For the local filesystem, the scheme is file

e For HDFS, the scheme is hdfs

hadoop fs —copyFromLocal
file://myfile.txt
hdfs://localhost/user/keith/myfile.txt

e Scheme and authority are optional

e Defaults are taken from configuration file core-site.xml



HDFS Command line interface

e Many POSIX-like commands

e cat, chgrp, chmod, chown, cp, du, Is, mkdir, mv, rm, stat, tail

e Some HDFS-specific commands

e copyFromlLocal, copyTolLocal, get, getmerge, put, setrep



MapReduce engine

 Technology from Google

A MapReduce program consists of map and reduce
functions

A MapReduce job is broken into tasks that run in
parallel



Types of nodes - Overview

e HDFS nodes
— NameNode
— DataNode

e MapReduce nodes
— JobTracker
— TaskTracker

e There are other nodes not discussed In this course



Types of nodes - NameNode

« NameNode
— Only one per Hadoop cluster
— Manages the filesystem namespace and metadata

— Single point of failure, but mitigated by writing state to
multiple filesystems

— Single point of failure: Don’t use inexpensive
commodity hardware for this node large memory

requirements
N

-
iy

TaskK Tracker




Types of nodes - DataNode

e DataNode

— Many per Hadoop cluster o+ DataNode

— Manages blocks with data and
serves them to clients

— Periodically reports to name
node the list of blocks it stores

— Use inexpensive commodity
hardware for this node




Types of nodes - JobTracker

« JobTracker node
— One per Hadoop cluster
— Receives job requests submitted by client
— Schedules and monitors MapReduce jobs on task trackers

el Tracke
%‘ VataMode




Types of nodes - TaskTracker

« TaskTracker node
— Many per Hadoop cluster
— Executes MapReduce operations
— Reads blocks from DataNodes

==

/-




What is a Map operation?

* Doing something to every element in an array is a common operation:

var a = [1, 2, 3];
for (I = 0; 1 < a.length; i++)

a[i] = a[i] * 2;




What is a Map operation?

* Doing something to every element in an array is a common operation:

var a = [1, 2, 3];
for (I = 0; 1 < a.length; i++)

a[i] = a[i] * 2;

 New value for variable a would be:

var a = [ 2,4, 6];




What is a Map operation?

* Doing something to every element in an array is a common operation:

var a = [1, 2, 3];
for (I =0; I < a.length;

| ++)

a[i] = a[i] * 2: !

 New value for variable a would be:

var a = [ 2,4, 6];

>

This can
be written as
a function




What is a Map operation?

* Doing something to every element in an array is a common operation:

var a = [1,2,3]; Like this
for (i =0; I < a.length; i++) where n
_ — : _ | IS
.a[|] = tn(all]); | > a function
defined
_ . as.
* New value for variable a would be: function
fn(x)
var a = [2,4,6]; vl
X*2;}




What is a Map operation?

* Doing something to every element in an array is a common operation:

var a = [1, 2, 3];
for (I = 0; 1 < a.length; i++)

a[1] =Ttn(a[1]);

|

Now, all of this can also be
converted into a “map” function




What is a Map operation?

. ...like this, where f n is a function passed as an argument:

function map(fn, a) {
for (i = 0; I < a.length; i++)

a[1] ="Ttn(a[1]);

* You can invoke this map function like this:

map(function(x){return x*2;}, a);




What is a Reduce operation?

« Another common operation on arrays is to combine all their values:




What is a Reduce operation?

* Another common operation on arrays is to combine all their values:

function sum(a) {
var s = 0;

for (1 =0; 1 < a.length;

s += a[i]: |

| ++)

return s,

This can
be written
as a
function




What is a Reduce operation?

* Another common operation on arrays is to combine all their values:

function sum(a) {

var s = 0: Like this,

where function
. . . fn is defined so
for (i =0; i < a.length; i++) | |itadasits
arguments:

f n( S, a[ | ] ) : I q function fn(a,b){

I return a+b;

}

S

return s;




What is a Reduce operation?

* Another common operation on arrays is to combine all their values:

function sun(a) {

var s = 0;

for (i = 0; i < a.length; i++)
s = 1fn(s, a[i]);

return s;

:

The whole function sum can also be rewritten so that fn is passed as an
argument




What is a Reduce operation?

* Another common operation on arrays is to combine all their values:

function reduce(fn, a, 1nit) {

var s = init;

for (i = 0; i < a.length; i++)
s = 1fn(s, a[i]);

return s;

:

Like this... The function name was changed to  reduce, and now it takes
three arguments, a function, an array, and an initi  al value




What Is a Reduce operation?

* Another common operation on arrays is to combine all their values:

function sum(a) {
var s = 0;
for (i = 0; i < a.length; i++)
s += a[i];

return s;

}

as a reduce operation:

reduce(function(a, b){return atb;}, a, 0);




Two Fundamental data types

e Key/value pairs

e Lists

map

reduce

Input

Output




Two Fundamental data types

e Key/value pairs
e Lists

Input Output
map <kl, v1>

reduce




Two Fundamental data types

e Key/value pairs
e Lists

Input Output
map <kl, v1> list(<k2, v2>)

reduce




Two Fundamental data types

e Key/value pairs
e Lists

Input Output
map <kl, v1> list(<k2, v2>)

reduce <k2, list(v2)>




Two Fundamental data types

e Key/value pairs
e Lists

Input Output
map <kl, v1> list(<k2, v2>)
reduce <k2, list(v2)> list(<k3, v3>)




Simple data flow example

input output
) )
: Al
B B,2
Cc Cc,1
D,1
D




Simple data flow example

input output
'SR ) )
A (0, Aa)
Al
B (1, B) B,2
B P (2, B) c'1
(& (3, C) Drl
D (4, D) ’
— — —

<kl, v1>



Simple data flow example

input map output
T R e N\ R
A (0, &) (A, 1)
B (1, B) (B, 1) 2;
B P (2, B) [P (B, 1) c’1
c (3, C) (c, 1) D1
D (4, D) (D, 1) ‘
— _____ \_ J U,

<kl, v1> list (<k2,v2>)



Simple data flow example

input

OO0 wwp

)
(0, A)
(1, B)
(2, B)
(3, C)
(4, D)

—

<kl, v1>

map

\.

(A,
(B,
(B,
(Cf
(D,

1)
1)
1)
1)
1)

shuffle

J

list (<k2,v2>)

(a, [11 )
(B, [1, 1])
(¢, 111 )
(b, [11 )

\ J

<k2, list(v2)>

output

N wp
H RN

~ ~ ~ ~




Simple data flow example

input

OO0 wwp

)
(0, Aa)
(1, B)
(2, B)
(3, C)
(4, D)

—

<kl, v1>

map

\.

(A,
(B,
(B,
(Cf
(D,

1)
1)
1)
1)
1)

shuffle

J

list (<k2,v2>)

<k2, list(v2)>

reduce
4 ™ )
(A, [1] ) (a, 1)
(B, [1, 1]) (B, 2)
(C, [1] ) > (C, 1)
(D, [1] ) (D, 1)
_ J \ _

list (<k3, v3>)

output

onQwp

~ ~ ~ ~
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Word Count

Input

Mapping

foo, 1
car, 1
bar, 1

foo car bar
foo bar foo
car car car

foo, 1
bar, 1
foo, 1

car, 1
car, 1
car, 1

Shuffling

foo, 1
foo,
foo,

— —

bar, 1
bar, 1

car, 1
car, 1
car, 1
car, 1

Reducing

foo, 3

bar, 2

car, 4




WordCount Map

void Map (key, value) {
for each word x in value:
output.collect(x, 1);



WordCount Map

public static class Map
extends Mapper<LongWritable, Text, Text, IntWritable>{
private final static IntWritable one = new IntWritable(1);
private Text word = new Text();

public void map(LongWritable key, Text value, Context context )
throws IOException, InterruptedException {

StringTokenizer itr = new StringTokenizer(value.toString());

while (itr.hasMoreTokens()) {
word.set(itr.nextToken());
context.write(word, one);



WordCount Reduce

void Reduce (keyword, <list of value>){
for each x in <list of value>:
SsuUm+=x;
output.collect(keyword, sum);



WordCount Reduce

public static class Reduce
extends Reducer<Text,IntWritable, Text,IntWritable> {

private IntWritable result = new IntWritable();

public void reduce(Text key, Iterable<IntWritable> values,
Context context) throws ..... {

int sum = 0; // initialize the sum for each keyword
for (IntWritable val : values) {

sum += val.get();
}

result.set(sum);

context.write(key, result);



Optimizations

» Reduce phase can only be activated until all
map tasks finish

- |t will be a waste if there is a extremely long map
task

» “Combiner” functions can run on same
machine as a mapper

» Causes a mini-reduce phase to occur before
the real reduce phase, to save bandwidth



Word Count with Combiner

Input

foo car bar
foo bar foo
car car car

Mapping Combiner
foo, 1 foo, 1
car, 1 > car, 1
bar, 1 bar, 1
foo, 1
bar. 1 —> foo, 2

bar, 1
foo, 1
car, 1
car, 1 +—> car, 3
car, 1

Shuffling Reducing
T 1 |
|| foo, 1 Ly f 3
foo, 2 | 00,
| \
| |
ar,
T —>|I bar, 2
|
|
| car, 1 || 4
l car, 3 | > carn,
I




Submitting a MapReduce job

MapReduce |::unic® b
program

client JVM
client node




Submitting a MapReduce job

2: get new job 1D

{2 un Job | R
M:r;ﬁ-:; ********* JobClient JobTracker

client JVM

client node jobtracker node



Submitting a MapReduce job

2: get new job 1D

{: run job | 8.
M:r;?‘:um“ ********* JobClient JobTracker

client JVM

client node : jobtracker node

3 copy job
resources  :

\J

Shared
FileSystem
(e.g. HDF3)



Submitting a MapReduce job

2: get new job 1D

1: run job , 4: submit jobs
MapReduce | mnjob JobClient B it - -s s l JobTracker
program

client JVM

client node : jobtracker node

3 copy job
resources  :

\J

Shared
FileSystem
(e.g. HDF3)



Submitting a MapReduce job

2: get new job 1D

++++++++++++++++++++++++

+++++++++++++++++++++++

MapReduce |[Trnio )
program
client JYM :
client node :

3 copy job
resources  :

\J

Shared
FileSystem
(e.g. HDF3)

‘ JobTracker »5 initialize job

jobtracker node



Submitting a MapReduce job

2: get new job 1D

++++++++++++++++++++++++

: j . 4: submit jol
MapReduce JobClient B it - -s s
program
client JVM 6: refrieve
client node input splis "

3: copyjob
resources
\J
Shared
FileSystem
(e.g. HDF3)

»

"y

JobTracker

=5 initialize job

jobtracker node



Submitting a MapReduce job

2: get new job 1D
. 4: submit jobs
MapReduce JobClient B it - -s s
program
client JVM 6: refrieve
= input splits _.+"
client node

3; copyjob
resources

Y
Shared
FileSystem
(e.g. HDF3)

»

tasktracker node

JobTracker

=5 initialize job

: jobtracker node

7: heartbeat :
(returns task) :

TaskTracker




Submitting a MapReduce job

2: get new job 1D
. 4: submit jobs
MapReduce JobClient 1T Efieriied s
program
client JVM 6 refrieve .
= input splits _.+"
client node

3; copyjob
resources

Y

Shared
FileSystem e
(e.g. HDFS) O rewnevejob

ww

L0 = JobTracker »5 initialize job

: jobtracker node

7: heartbeat :
(returns task) :

------ TaskTracker

tasktracker node



Submitting a MapReduce job

=5 initialize job

2: get new job 1D
. 4: submit jobs
MapRﬁdu‘:E Jobﬁ"ent danlalsssasannsuasanasasann JUbTrackelr
program
client JVM 6 refrieve .
. input splits _.+"
client node P sp,-'

3; copyjob

resources
Y
Shared 4
FileSysterm < :rrreromeeeres
8: retr [+
(e.g. HDFS)  Llorewel

7: heartbeat :
(returns task) :

XX TaskTracker

9: launch

A |
child JVM

Child

tasktracker node

: jobtracker node




Submitting a MapReduce job

=5 initialize job

2: get new job 1D
. 4: submit jobs
MapReduce JobClient B it - -s s JobTracker
program
client JVM 6 refrieve .
. input splits _.+"
client node P sp,-'

3; copyjob

resources :
Y
Shared 4
FileSysterm < :rrreromeeeres
(e.g. HDFS) o [ereveion

7: heartbeat :
(returns task) :

XX TaskTracker

9: launch

A |
child JVM

Child

10: run @

Y

MapTask
or
ReduceTask

tasktracker node

: jobtracker node




Fault tolerance

=== ———————— mmmmmm o m o e ————————— - —— "
1

JobTracker node

JobTracker ‘ JobTracker fails

__________________________________________

TaskTracker ‘ TaskTracker fails

child JVvM

Child i
. ‘ Task fails
MapTask |

or
ReduceTask

TaskTracker node



Fault tolerance

e Task Failure

e If a child task fails, the child JVM reports to the TaskTracker before it exits.
Attempt is marked failed, freeing up slot for another task.

e If the child task hangs, it is killed. JobTracker reschedules the task on
another machine.

e If task continues to fail, job is failed.

child JVM

¥ | -
MapTask . Task fails

or |
ReduceTask |




Fault tolerance

e TaskTracker Failure
e JobTracker receives no heartbeat

e Removes TaskTracker from pool of TaskTrackers to schedule tasks on.

T JobTracker node |

. TaskTracker fails




Fault tolerance

e JobTracker Failure

e Singe point of failure. Job fails

T JobTracker node '

JobTracker

_________________________________________

. JobTracker fails




[IJIAH

= BBegeHue B Hadoop

= ApxuTtekTtypa Hadoop

= [Tapagurma map-reduce

= ApxuTeKTypa cTeKa KoMmnoHeHTOB Hadoop

= Korpa ctout npuMeHnsaTs Hadoop?




BIGINSIGHTS ~-HADOOP STACK (IBM)

IBM InfoSphere Biginsights )

Visualization & Discovery Applications & Development Administration Integration

Advanced Analytic Engines
T -
Workload Optimization

ZooKeeper Oozie | Jaql | — HCatalog I
o | _w | e | [

. =y
>

GPFS-FPO

Open Source J




HADOOP STACK

= Avro™: A data serialization system.

t(;qlssandram: A scalable multi-master database with no single points of
ailure.

Chukwa™: A data collection system for managing large distributed systems.

HBase™: A scalable, distributed database that supports structured data
storage for large tables.

Hive™: A data warehouse infrastructure that provides data summarization
and ad hoc querying.

Mahout™: A Scalable machine learning and data mining library.

Pig™: A high-level data-flow language and execution framework for parallel
computation.

ZooKeeper™: A high-performance coordination service for distributed
applications.

Oozie is a job coordinator and workflow mana%er for jobs executed in
Hadoop, which can include non-MapReduce jobs




[IJIAH

= BBegeHue B Hadoop

= ApxuTtekTtypa Hadoop

= [Tapagurma map-reduce

= ApXUTeKTypa cTeka KoMmnoHeHTOB Hadoop

= Korga crout npumeHaTs Hadoop?




TOHEYHAA ObPALOTKA
AKTHUBHbIX JAHHBIX?

= CaMbI¥ YaCThIU CIIEHAPHUU - 3TO XPaHEHUE «AKTUBHBIX» JJTAHHBIX —
= MHPOPMAIUU O MOJIb30BaATEJISX,

= CIIMCKa TOBApOB,
= KOMMEHTapHEB K CTaThsIM
= U T.J.

= BCEro, YTO MOXKET YaCTO MeHSAThCS. B 3TOM ciydyae Mbl XOTUM UMETb
BO3MOXXHOCTb 00pabaThiBaTh JAHHbIE TOYEYHO — U3BJIEKATh
HY>XHbIN 00 bEKT 10 UHJIEKCY, 00pabaThIBaTh €r0 U 3arpy»KaTh
o6paTHO.

= [TycTb 04eHb MHOT'0O JAHHBIX TaK 4TO OoTAeibHadaA CYB/l He
CIIpaBJIAETCA




TOHEYHAA ObPALOTKA
AKTHUBHbIX JAHHBIX?

= He Hadoop

= IMeHHO TaKoM pyHKIIMOHAJI IpeJocTaBJsgeT 60abIHUHCTBO CYB/]
(mprYéM Kak pesIaiuOHHBIX, TaK U NoSQL).

= [Ipy MaclITaOMpOBAaHUMU OCHOBHAs Npo0bJieMa 3/1eCb BO3HUKAET C
MaKCHUMaJIbHbIM 00'bE€MOM JIaHHBIX, XpaHUMBIM B 0a3e. OJIHAKO,
faxke ecsu vcnoJibdyemada CYb/l He nmogaep>KvBaeT
pacnpegenéHnyto cTpykTypy (IBM Warehouse, MySQL(Facebook)),
npobJieMa JIETKO pellaeTcsd 3a CYET pa30MeHHsI Ha CEKI[UU Ha
YPOBHE IPUJIOKEHUA.

= Bo3M0XKHO MCIT0JIb30BaHHUE CIel[Ma/IbHbIX MapaJlie/IbHbIX 0a3
naHHbIX (IBM Netezza, Teradata, e.t.c.)




[IOTOKOBAA ObPABOTKA B
PEAJIbHOM BPEMEHN?

= MHora, yrop JiesilaeTCs HE Ha XpaHEHHWH, 2 Ha 00pabOTKe JaHHbIX.

= [lycTh HaM HY?>XHO B peaJIbHOM BPEMEHH I10JIy4aTb TBUTHI,
aHAJIM3UPOBATH UX U BBIBOJAUTD PE3YJIbTAT HA IMHAMUYECKHU
reHepyupyeMoM rpadHuke.

= HYCTb Y HaC MHUJIJIMOHBI €2KEAHEBHbBIX TBUTOB




[IOTOKOBAA ObPABOTKA B
PEAJIbHOM BPEMEHHW?

= He Hadoop

= 06beM He OoJibIIas NpobseMa. 1 MJIH. TBUTOB - 3TO He 6oJiblie 140
MUJIJIMOHOB CUMBOJIOB Ur 280M6 nipu ucnosib30BaHuu KogupoBku UTF16.

= Hpo6ﬂeMa MOXXE€T BO3BHUKHYTb IIPHU dHAJIM3€ 3TUX TBUTOB B p€daJIbHOM
BPEMEHHM.

= BOJIBIIMHCTBO MOTOKOBBIX AJITOPUTMOB (0yAb TO CECHTUMEHTHbBIW aHa/IU3
TBUTOB, COOP KYMMYJIATUBHOW CTaTUCTUKU WUJIA OHJIAMH MALIMHHOE 00y4YeHUe)
MCIIOJIb3YyeT /sl CBOEW pabOThl HEOOJIbIIINE, HE3aBUCUMBbIE APYT OT Apyra
KYCOYKHU JAHHBIX.

= JTO MO3BOJISIET JIETKO pacliapaJJijeJIMTb 06pa60TKy, ITpOCTO ,Z[O6aBI/IB 00JIblIIE
BBIYHUCJIMTEJ/IbHBIX Y3JI0OB U [TIOCTABUB II€pea HUMHA 6aJIaHCI/IpOBH_U/IK Harpy3KH.

= B npocreiiiieM ciaydyae B KauecTBe OaJlaHCUPOBIIMKA MOXKET BbICTYIATh OpOKep
cooblIeHnH (Takou kak RabbitMQ uiu ZeroMQ),

= B 6oJiee CJI0KHBIX MOXKHO MCII0JIb30BaTh I'OTOBble GpeNMBOPKHU J1Jis TOTOKOBOM
006pabOTKH, TaKHe Kak Storm.

= [Ipu 3TOM OCHOBHOM KO/I, HEIOCPE/ICTBEHHO BBINOJIHAIIMN 00PabOTKY JJaHHBIX,
NPaKTU4YECKU HE MEHSAETCA N0 CPAaBHEHUIO C OJJTHOCEPBEPHOM BEPCHUEH. OI

= [BM Streams



[TAKETHAA GbPALOTKA
NCTOPUYECKUX IAHHbIX?

= [IpeacTaBUM, 4TO Y HaC eCTh JlaHHbIE 000 BCEX MTOKYNKaX B KPYIIHOM
CeTH CylepMapKeTOB 3a MoCJeHUE MM0JI roa.

= MbI XOTUM NIPOAHAJIM3UPOBATh 3TU JAHHbIE: IOCYUTATh CPEHIOIO
3P PEKTUBHOCTD KaK/I0r0 CynepMapkKeTa, 3QPeKT OT MPOBeAEHHBIX
aKIMM, KOppeJSaIUI0 MeXy KYIJIEHHbIMHA TOBapaMH U MHO>KECTBO
JPYTHUX METPHUK.

= Kak opranrsoBaTh paboTy C JAHHbIMU TaAaKUM 00pPa30M, YTOObI
BbIYUCJIEHHE 3THUX lTapaMeTPOB 3aHUMaJIO pe30HHOe BpeMsi?




[TAKETHAA GbPALOTKA
UCTOPUYECKHUX ZAHHDBIX?

= Hadoop

= MBI MOKeM 3arpy3uTh BCe JlaHHbIE B pacnpeieJIEHHYI0 0a3y Oracle v paboTaTh
C HUMH TaK e, KaK C aKTUBHbIMH.
= Ho B 3TOM cily4ae cepBep NPUJIOKEHUH OYAET MOCJe/J0BaTEe/IbHO 3a0UpaTh JaHHbIE U3

6a3bl ¥ ocJie/loBaTeJbHO 00pabaThiBaTh KaXK/1y10 3alIUCh, YTO KparlHe
He3bEeKTUBHO.

= MBbI Tak>Xe MOXXeM HaCTPOUTh KOHBeep J1J1s1 IOTOKOBOM 00pabOTKH,
pacrnpeziesisii Harpy3Ky Mex/1y CEpBepaMu NPHUJI0XKEHHU.

= Ho paHo uiu no3aH0 Mbl YIPEMCS B KaHaJ CBS3U MeX/ly 00pabaThIBalOLUMHU Y3J1aMHU
Y y3JlaMU JaHHBIX.

= E,Z[PIHCTBGHHI)IIZ croco6 pacinpeaeyjinTb HArpy3Ky U HE IIEPEIIOJIHUTD KaHaJl
CBA3HU — MUHUMU3UpOBAIMb nepeaeuafceHue OJdHHbIX MeEXAay y3JIaMHU.

= A /15 3TOr0 HEOOX0AMMO MAaKCUMYM BbIUYMCJIEHUW MPOU3BOUTD JIOKA/IbHO HA
TexX MalllMHaX, IJie JieXkaT oopabaTbiBaeMble JJaHHble. UMeHHO NPUHIUIT
JIOKaJIbHOCTHY AAHHBIX JIEXXUT B OCHOBe napaaurmel MapReduce u Bcero
Hadoop.
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