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/Outline

e The ETL Process

e Phases, architecture
e Data staging area, data structures
e ETL construction: plan, building dimensions, building fact tables

e EXtract

e Transformations
» Data cleansing
e Data integration

e | oad

e IBM InfoSphere DataStage
e Aim, architecture, job developing
e Parallelism, partitioning
e Combining data




The ETL Process

* The most underestimated process in DW development
* The most time-consuming process in DW development
= Up to 80% of the development time is spent on ETL!
+ Extract
= Extract relevant data

* Transform
« Transform data to DW format
= Build DW keys, etc.
« Cleansing of data
+ Load
« Load data into DW
« Build aggregates, efc.




/ETL A

e When should we ETL ?
 Periodically (e.g., every night, every week) or after significant events
e Refresh policy set by administrator based on user needs and traffic
» Possibly different policies for different sources
e ETL is used to integrate heterogeneous systems
o With different DBMS, operating system, hardware, communication protocols

e ETL challenges
o Getting the data from the source to target as fast as possible
e Allow recovery from failure without restarting the whole process




Phases

+ Design phase
= Modeling, DB design, source selection,...
« Loading phase

« First load/population of the DW
= Based on all data in sources

« Refreshment phase
= Keep the DW up-to-date wrt. source data changes
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/Data Staging Area (DSA) A

e Transit storage for data in the ETL process, owned by the ETL team

* No indexes, no aggregations, no presentation access, Nno user querying, no service
level agreements

e Transformations/cleansing done here
Users are not allowed in the staging area for any reason

Reports cannot access data in the staging area
e tables can be added, or dropped without modifying the user community

Only ETL processes can read/write the staging area

e ETL developers must capture table names, update strategies, load frequency, ETL
jobs, expected growth and other details about the staging area

Sequential operations on large data volumes

Performed by central ETL logic

Easily restarted

No need for locking, logging, etc.

Consists of both RDBMS tables and data files

Finished dimensions copied from DSA to relevant marts

Allows centralized backup/recovery
e Backup/recovery facilities needed
o Better to do this centrally in DSA than in all data marts

-




/DSA Structures for Holding Data A

o Flat files
e XML data sets
e Relational tables




Flat Files A

e ETL tools based on scripts (Perl, VBScript, JavaScript, IBM — Orchestrate SHell

Script)

Advantages

* No overhead of maintaining metadata as DBMS does

e Sorting, merging, deleting, replacing and other data-migration functions are much faster
outside the DBMS

Disadvantages

* No concept of updating

» Queries and random access lookups are not well supported by the operating system

o Flat files can not be indexed for fast lookups

e When should flat files be used?

Staging source data for safekeeping and recovery
Best approach to restart a failed process is by having data dumped in a flat file
Sorting data
Sorting data in a file system may be more efficient as performing it in a DBMS with order_by clause
Sorting is important: a huge portion of the ETL processing cycles goes to sorting
Filtering
Using grep-like functionality
Replacing text strings
Sequential file processing is much faster at the system-level than it is with a database e
Z




/XML Data sets A

e Used as common format for both input and output from the ETL
system

» Generally, not used for persistent staging

o Useful mechanisms
e XML schema
e XQuery, XPath
o XSLT




/Relational Tables

e Using tables is most appropriate especially when there are no
dedicated ETL tools

e Advantages
e Apparent metadata: column names data types and lengths, cardinality, etc.
» Relational abilities: data integrity as well as normalized staging
e Open repository/SQL interface: easy to access by any SQL compliant tool

e Disadvantages
e Sometimes slower than the operating file system




/Staging Area - Storage A

e How is the staging area designed?

e Staging database, file system, and directory structures are set up by the DB and OS
administrators based on ETL architect estimations e.g., tables volumetric

worksheet
Table Update Load ETLJob | Initial Avg Expected | Expected Initial table | Table
Name strategy frequency row row rows/mo | bytes/mo size Size 6
count length mo. (MB)
S_ACC Truncate/  Daily SAcc 39,933 27 9,983 269,548 1,078,191 2.57
Reload account
S_ASSETS Insert/ Daily SAssets 771,500 75 New 192,875 15,044,250 60,177,000 143.47
Delete assets
S _DEFECT  Truncate/ On SDefect 84 27 New 21 567 2,268 0.01
Reload demand defect

e Data delete SQL operations
e TRUNCATE - DDL, removes all rows, no logging individual row deletions,
WHERE can not be used, no triggers are fired, faster than DELETE

e DELETE — DML, WHERE is used to filter specific records to delete, maintains
log, indexes are supported

e DROP — DDL, removes one or more table definitions and all data, indexes,
triggers, constraints, and permission specifications for those tables

N )
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ETL Construction Process

= Plan
» Make high-level diagram of source-destination flow
2 Test, choose and implement ETL tool
5 Outline complex transformations, DW key generation and
job sequence for every destination table
= Construction of dimensions
» Construct and test building static dimension
5 Construct and test change mechanisms for one dimension
s Construct and test remaining dimension builds

= Construction of fact tables and automation
7 Construct and test initial fact table build
s Construct and test incremental update
s Construct and test aggregate build
) Design, construct, and test ETL automation




High-level diagram

1) Make high-level diagram of source-destination flow

« Mainly used for communication purpose
= One page only, highlight sources and destinations

= Steps: extract, transform, load

S Raw-Product Raw-Sales
ource (Spreadsheet) ‘}DBMSJ
4 Check R.I.

Add product
Aggregate sales ,
per product per day Extract time

Y L

Destination Product Sales Time




/The Basic Structure of a Dimension

dimension table dim 1

Surrogate
value

— dim 1 key (PK)

N
Possibly multiple dimensions
figlds 2 dim 11D (NK)

( attribute 1
attribute 2

K attributes y

facts
K attribute K
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fact table

dim 1 (FK)

dim 2 (FK)

dim N (FK)

fact 1

fact 2

fact M

* Primary key (PK)

e N

e Descriptive Attributes

atural key (NK)

Meaningless, unique integer
Aka as surrogate key

Joins to Fact Tables

Is a Foreign Key to Fact Tables

Meaningful key extracted from
source systems

1-to-1 relationship to the PK for
static dimensions

1-to-many relationship to the PK for
slowly changing dimensions, tracks
history of changes to the dimension

Primary textual but numbers
legitimate but not numbers that are
measured quantities

100 such attributes normal
Static or slow changing only

Product price -- either fact or
dimension attribute
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Primary Keys and Natural Keys: Example

e Slowly Changing Dimensions (SCDs): change slowly but
unpredictably, rather than according to a regular schedule

e SCD management methodology Type 2: add new row

e historical data are tracked by creating multiple records for a given natural key
In the dimensional tables with separate surrogate keys and/or different version
numbers

e unlimited history is preserved for each insert

Supplier_ | Supplier_ | Supplier_Name Supplier_ | Start_Date | End_Date | Newest | Version
Key Code State
123 ASC Acme Supply Co CA 01-Jan- 21-Dec- No 0
2000 2004
124 AASC Acme Supply Co IL 22-Dec- NULL Yes 1
2004




/Generating Surrogate Keys for Dimensions

e Via triggers in the DBMS

= Read the latest surrogate key, generate the next value, create the
record

= Disadvantages: severe performance bottlenecks

 Viathe ETL process, an ETL tool or a 3-rd party
application generate the unigue numbers

= Asurrogate key counter per dimension

= Maintain consistency of surrogate keys between dev, test and
production

 Using Smart Keys

s Concatenate the natural key of the dimension in the source(s)
with the timestamp of the record in the source or the Data
Warehouse.

= Tempting but wrong

N )




/Building Dimensions

e Static dimension table
e DW key assignment: production keys to DW keys using table
e Combination of data sources: find common key ?
e Check one-one and one-many relationships (to make hierarchical roll-ups
clean)
e Handling dimension changes
e Find the newest DW key for a given production key
e Table for mapping production keys to DW key:  Key mapping for the

updated Product dimension
e Load of dimensions pid | DW_pid | Time
e Small dimensions: replace 1 |1 100
e Large dimensions: load only changes 22 |2 100
35 |3 200
1M1 |4 700




/Building Big Dimensions from Multiple Sources
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Product Tahle

Product Key (PK)
Product SKU
Product Name
Product Description

[ Product Model Key (FK)

Product Model Table

>

Product Model Key (PK}
Product Model Mumber
Product Model Description

Product Subcategory Key (FK)

/Produot dimension table and snowflaked relationships:
are hierarchical roll-ups clean?

™~

Product Dimension

Product Key (PK)

Product SKU

Product Name

Product Description
Product Model

Product Model Description
Subcategory Description
Category Description
Category Manager

Product Subcategory Table

>

Product Subcategory Key (PK)
Product Subcategory Description
Product Category Key (FK)

|

Product Category Table

» Product Category Key (PK)

Product Category Manager

Product Category Description
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/How to Check 1-to-1 and 1-to-many A

e Roll-up from Product to Product Model has to be clean: relationship
product to product model has to be many-to-one

e 1tomany, given a table product, check if product_sku and
product_model are 1: many

SELECT product sku

Count[*] as row count

Count (distinct product_model) as model_count
FROM staging database.product

GROUP BY product_sku

HAVING count (distinct product_model) > 1




/The Grain of a Dimension

e The definition of the key of the dimension in business terms, what does the
dimension represent

e Challenge: analyze the source systems so that a particular set of fields in
that source corresponds to the grain of the dimension

e Verify that a given source (file) implements the intended grain
= Nothing should be returned by this from the source system/file

= |f something is returned by this, the fields A, B and C do not represent
the grain of the dimension




/The Basic Load Plan for a Dimension

= Data cleaning

+ Validate the data, apply business rules to make the data consistent, column
validity enforcement, cross-column value checking, row de-duplication

= Data conforming

+ Align the content of some or all of the fields in the dimension with fields in
similar or identical dimensions in other parts of the data warehouse

+ Fact tables: billing transactions, customer support calls
v |IF they use the same dimensions, then the dimensions are conformed

= Data Delivery
+ All the steps required to deal with slow-changing dimensions

+ Write the dimension to the physical table

+ Creating and assigning the surrogate key, making sure the natural key is
correct, etc.

N )




Building Fact Tables

Two types of load Jan Feb March
. Years 01-08 09 09 09
Initial load

« ETL for all data up till now
=« Done when DW is started the first time
« Very heavy - large data volumes

Incremental update

= Move only changes since last load
=« Done periodically (e.g., month or week) after DW start
« Less heavy - smaller data volumes

Dimensions must be updated before facts
= The relevant dimension rows for new facts must be in place
= Special key considerations if initial load must be performed again

)




Extract




/Extraction: Export and Extract

» Data needs to be taken from a data source so that it can be put into
the DW
e Internal scripts/tools at the data source, which export the data to be used
e External programs, which extract the data from the source

e |If the data Is exported, it is typically exported into a text file that
can then be brought into an intermediary database

e |f the data is extracted from the source, it is typically transferred
directly into an intermediary database

™~




/Extraction Methods

« Extraction methods
— static: snapshot of operational data
+ performed during the first DW population

— Incremental: selection of updates that took place after
last extraction

+ exploited for periodical DW refresh
* immediate or deferred
* The selection of which data to extract is based on
their quality

N )




/Extraction: Types of Data to be Extracted

* |t depends on how operational data is collected

— historical: all modifications are stored for a given time In
the OLTP system

« bank transactions, insurance data
« operationally simple
— partly historical: only a limited number of states is
stored in the OLTP system
« operationally complex
— transient: the OLTP system only keeps the current data
state

« example: stock inventory
« operationally complex

N )




/Types of Extracts

« Goal: fast extract of relevant data
« Extract from source systems can take long time

« Types of extracts:
« Extract applications (SQL): co-existence with other applications

= DB unload tools: faster than SQL-based extracts
+ €.9g., MS SQL Export Wizard, MySQL DB dump

« Extract applications the only solution in some scenarios

« Too time consuming to ETL all data at each load
« Can take days/weeks
« Drain on the operational systems and DW systems

« Extract/ETL only changes since last load (delta)




4 N
Computing Deltas

+ Delta = changes since last load

« Store sorted total extracts in DSA

= Delta can easily be computed from current + last
extract

= + Always possible
= + Handles deletions
= - High extraction time

« Put update timestamp on all rows (in sources)
= Updated by DB trigger

+ - Source system must be changed, operational overhead

= Extract only where “timestamp > time for last extract” | Timestamp | DKK | ...
+ + Reduces extract time 100 10
: Last extract | 200 20
= - Cannot (alone) handle deletions. time: 300 3o, e
400 60
500 33




e
Changed Data Capture

* Messages
= Applications insert messages in a "queue” at updates
= + Works for all types of updates and systems
= - Operational applications must be changed+operational overhead

« DB triggers
= Triggers execute actions on INSERT/UPDATE/DELETE
= + Operational applications need not be changed
= + Enables real-time update of DW
= - Operational overhead

+ Replication based on DB log
= Find changes directly in DB log which is written anyway
= + Operational applications need not be changed
= + No operational overhead
= - Not possible in some DBMS (SQL Server, Oracle, DB2 can do it)




Incremental Extraction
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/Inoremental Extraction

e Application assisted
 data modifications are captured by ad hoc application functions
e requires changing OLTP applications (or APIs for database access)
e increases application load
 hardly avoidable in legacy systems

e Log based
 |og data is accessed by means of appropriate APIs
 |og data format is usually proprietary
e efficient, no interference with application load

e Trigger based
e triggers capture interesting data modifications
e does not require changing OLTP applications
e increases application load

e Timestamp based
e modified records are marked by the (last) modification timestamp
e requires modifying the OLTP database schema (and applications)
 deferred extraction, may lose intermediate states if data is transient

-
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/Comparison of Extraction Techniques

Static Timestamps ’qgggéarsgn Trigger Log
Management of
transient or semi- No Incomplete Complete Complete | Complete
periodic data
Sup pcg{fsareﬁr;eébased Yes Yes Yes No Rare
Implementation Tools or internal Internal
technique Tools developments developments Tools Tools
Costs of enterprise . .
specific development None Medium High None None
Useﬁﬁgif’ejgga’:}’ Yes Difficult Difficult Difficult Yes
Changes to . .
applications None Likely Likely None None
DE‘;E;:‘:E endent | Limited Limited Variabile High Limited
Impact on operational , .
system performance None None Medium Medium None
Complexity of . .
extraction procedures Low Low High Medium Low
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Transformation

» Main step where the ETL adds value

e Actually changes data and provides guidance whether data can be
used for its intended purposes

e Performed in staging area

e 2 major steps
e Data Cleaning
May involve manual work
Assisted by artificial intelligence algorithms and pattern recognition
e Data Integration
May also involve manual work




Common Transformations

- Data type conversions
« EBCDIC - ASCII/Unicode
= String manipulations
« Date/time format conversions
+ E.g., Unix time 1201928400 = what time?
* Normalization/denormalization
= To0the desired DW format
= Depending on source format
« Building keys
= Table matches production keys to surrogate DW keys
= Correct handling of history - especially for total reload




Transform: Data Cleansing




Data Quality

« Data almost never has decent quality

« Datain DW must be:

= Precise
+ DW data must match known numbers
= Complete
+ DW has all relevant data
= Consistent
+ No contradictory data: aggregates fit with detail data
= Unique
+ The same thing is called the same and has the same key

= Timely
+ Data is updated "frequently enough” and the users know when

)




Cleansing

« Why cleansing? Garbage In Garbage Out

« Bl does not work on “raw” data
= Pre-processing necessary for Bl analysis

« Handle inconsistent data formats
« Spellings, codings, ...
« Remove unnecessary attributes
= Production keys, comments,...
+ Replace codes with text for easy understanding
=« City name instead of ZIP code, e.qg., Aalborg vs. DK-9000

« Combine data from multiple sources with common key
« E.g., customer data from customer address, customer name, ...

)




1

he High Cost of Low Quality Data

Wrong price data in retail databases may cost American
consumers as much as $2.5 billion in overcharges annually. Data

audits show 4 out of 5 errors in prices are overcharges.
(Information Week Sept 1992)

The Gartner group estimates for the worldwide costs to modify
software and change databases to fix the Y2K problem was $400-
S600 billion. T.Capers Jones says this estimate is low, it should be

S1.5 trillion. The cost to fix this single pervasive error is one
eighth of the US federal deficit (S8 trillion Oct 2005).

Another way to look at it. The 50 most profitable companies in
the world earned a combined $178 billion in profits in 1996. If
the entire profit of these companies was used to fix the problem,
it would only fix about 12% of the problem

And MS Excell, in year 2000, still regards 1900 as a leap year
(which is not).

)




/Data Quality Importance A

i

ETL Speed

W

Data Quality Screening Thoroughness




/Data Quality Semi-automatic Tools

e Commercial software
e SAP Business Objects
e IBM InfoSphere Data Stage
e Oracle Data Quality and Oracle Data Profiling

e Open source tools

e Eobjects DataCleaner
e Talend Open Profiler




/Deliverables of Data Cleaning A

e Data-profiling results

» Meta-data repository describing schema definitions, business objects, domains,
data sources, table definitions, data rules, value rules, etc.

» Represents a quantitative assessment of original data sources

e Error event table
e Structured as a dimensional star schema

e Each data quality error identified by the cleaning subsystem is inserted as a
row in the error event fact table

e Audit dimension Audit key (7K
e Describes the data-quality context of a fact table e e e e e
record being loaded into the DW Completeness score (integer)
o Attached to each fact record Number screens failed
e Aggregates the information from the error event table Max severity score
on a per record basis Extract timestamp
Clean timestamp




/Error Event Schema

Date Dimension

Error Event Date Key (PK)

Error Event Fact

Batch Dimension

Batch Key (PK)

Error Event Key (PK)
Error Event Date Key (FK)
Screen Key (FK)

Batch Key (FK)

Error Date/Time

Severity Score

Screen Dimension

Screen Key (PK)

Screen Type

ETL Module

Screen Processing Definition
Exception Action

Error Event Detail Fact

Error Event Key (FK)
Error Event Date Key (FK)
Screen Key (FK)

Batch Key (FK)

Error Date/Time

Table Key (FK)

Field Key (FK)

Record Identifier Key (FK)
Error Condition




/Data Quality Process Flow

Fatal errors events
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Screening

e \Waves are sets of screens that can be run in parallel

» Each screen acts as a constraint or data rule and filters the incoming
data by testing one specific aspect of quality

e Screen categories

e Column screens — rules based on one single column
Mandatory columns containing null values
Values not adhering to a predefined list of values
Numeric values not fitting within a predefined range
e Structure screens — rules based on multiple columns
Invalid hierarchical roll ups (Product — Product Model)
Invalid parent - child relationships (one-to-many, Manager-Employee)
Invalid foreign key — parent key relationships
Invalid code — description relationships

e Business rule screens — complex rules
“Key account” customers should have at least 100.000 euro revenue in a predefined

period @
Z

™~




/Anomaly Detection

e Count the rows in a table while grouping on
the column In question
SELECT state, count(*)
FROM order_detail GROUP BY state

e What if our table has 100 million rows with

250,000 distinct values?

e Use data sampling
Divide the whole data into 1000 pieces,
and choose 1 record from each
Add a random number column to the data,
sort it an take the first 1000 records
e Common mistake is to select a range of dates
Most anomalies happen temporarily

Connecticut

| State Count(*) \

Rhode Island 1
Missisippi 2
New Yourk 5
Connecticut 7
New Mexico 43,844
Vermont 64,547
Mississippi 78,198
Utah 128,956
Wyoming 137,630
Missouri 148,953
Rhode Island 182,067
Minnesota 195,197
North Dakota 203,286
Michigan 241,245
Washington 274,528
Pennsylvania 287,289
Montana 337,128
Louisiana 341,972
Virginia 346,691
West Virginia 359,848
Delaware 422,091
lowa 456,302
Massachusetts 480,958
Tennessee 483,688
New York 494,332
Nevada 506,235
South Dakota 514,485
Indiana

553@
562
v/




/Data Profiling A

e Pay closer look at strange values (outlier detection)

» Observe data distribution patterns
e Gaussian distribution

SELECT AVERAGE(sales_value) — 3 * STDDEV (sales_value),
AVERAGE(sales value) + 3* STDDEV/(sales value)
INTO Min_resonable, Max_resonable
e Flat distribution
Identifier distributions (keys)
e Zipfian distribution
Some values appear more often than others
In sales, more cheap goods are sold than

n2 0z 04
I I

oo 01

expensive ones 250

e Pareto, Poisson, S distribution 200

- - - - 180

e Distribution discovery o
e Statistical software: SPSS, StatSoft, R, etc. EOL

0 =
k 0 80 100 150 200 250 300




e

Types of Cleansing

L]

Conversion and normalization
= Most common type of cleansing
= Text coding, date formats
+ does 3/2 mean 3™ February or 2" March?
Special-purpose cleansing
= Look-up tables, dictionaries to find valid data, synonyms, abbreviations

= Normalize spellings of names, addresses, etc.
+ Dorset Rd or Dorset Road? Kebenhavn or Copenhagen? Aalborg or Alborg?

= Remove duplicates, e.g., duplicate customers
Domain-independent cleansing

= Approximate, “fuzzy” joins on records from different sources

« E.g., two customers are regarded as the same if their respective values
match for most of the attributes (e.qg., address, phone number)

Rule-based cleansing

= User-specified rules: if-then style

= Automatic rules: use data mining to find patterns in data
+ Guess missing sales person based on customer and item

-

L




/Comparing Strings

* How to compare strings?
Patrick Smith vs. Patrik Smyth
* Popular distance measure: edit distance

— Insert, Delete, Overwrite

— Shortest sequence of operations to turn one string
into another

Patrick Smith =, Patrik Smith = . Patrik Smyth




/Edit Distance

* Relatively easy to compute via dynamic
programming

] d(Smyt,Si)
Smyth vs Simte d(s,S)

0 1 2 3 4 5
S 1 0 1 2 3 4
: ) 1 1 2 3 4 d(Smyth,Simte)
m 3 2 T 1 2 3 4
t 4 3 2 | R ] 2 3 /
e 5 4 B ] B 1/3 3

d(Smyt,Simt)




/Approximate Join A

* The join operation should be executed based on common fields, not
representing the customer identifier

L.
CustomerCustomer Customer
Code address sumame

L
Customer Customer Customer
name address  sumame
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/Purge/Merge problem

e Duplicate tuples should be identified and removed
e Acriterion is needed to evaluate record similarity

5 & 0O 5 & ¢

Customer Customer Customer Customer Customer Customer
name address surname name address surname

_—— - e - - e —— e ——— .- — — — —_—_————_—_—- - - - - ——— —_—— —_— .- ——

| Marketing DB (Roma) | [ Marketing DB (Milano) _________I
' |
| |
I Cutomer_ID Cutomer_ID |
| ' ? |
|
| CUSTOMER CUSTOMER |
I (Roma) (Milano) I
' |
' |
| |
' |
[
| |

Cutomer_ID

?

CUSTOMER

6 o 6

Customer Customer Customer
K name address surname




/Data Mining Transformations

« Can often not be done generally for the whole DW

« Divide data into training-, test-, and evaluation sets

* Training: used to train model

= Test: used to check the model’'s generality (overfitting)

= Evaluation: model uses evaluation set to find “real” clusters, ...
« Add computed attributes as inputs or "targets”

= Derived attributes often more interesting for mining (profit,..)
= Means more possibilities for data mining

+ Mapping

= Continuous values to intervals, textual values to numerical
 Normalization of values between 0 and 1

= Demanded by some tools (neural nets)

 Emphasizing the rare case
= Duplicate rare elements in training set




/Data Cleaning Resume for DW Design

Data Status
Dimension

« Don't use “special” values (e.g., 0, -1) in your data

« They are hard to understand in query/analysis operations SID_| Status
1 Normal
Abnormal

« Mark facts with Data Status dimension
« Normal, abnormal, outside bounds, impossible,...
« Facts can be taken in/out of analyses

3 Out of bounds

Sales fact table

« Uniform treatment of NULL Sales | SID
« Use NULLs only for measure values (estimates instead?) 10 1
« Use special dimension key (i.e., surrogate key value) for 20 1
NULL dimension values 10000 | 2
« E.g., for the time dimension, instead of NULL, use special key |-1 3

values to represent “Date not known”, “Soon to happen”
+ Avoids problems in joins, since NULL is not equal to NULL

N )




Transformation

« Data conversion from operational format to data
warehouse format

— requires data integration

« A uniform operational data representation
(reconciled schema) is needed

« Two steps

— from operational sources to reconciled data in the staging
area

« conversion and normalization
« matching
 (possibly) significant data selection

— from reconciled data to the data warehouse
« surrogate keys generation
« aggregation computation




/Data Cleaning and Transformation Example A

Elena Baralis ) |
C.s0 Duca degli Abruzzi 24
20129 Torino (I)

name: Elena
surname: Baralis
Normalization address:  C.so Duca deghi Abruzzi 24
ZIP: 20129
city: Torino
country: I

name: Elena

surname: Baralis

address: Corso Duca degli Abruzzi 24
ZIP: 20129

city: Torino

country: Italia

Standardization

name: Elena

surname: Baralis

address: Corso Duca degli Abruzzi 24
ZIP: 10129

city: Torimo
K country: TItalia @/

Correction




Transform: Data Integration




/Data Integration
— Several conceptual schemas need to be combined into
a unified global schema

— All differences in perspective and
terminology have to be resolved

— All redundancy hastobe /' (emat
removed O

‘L schem

\._..ﬁ




/Schema Integration

Preintegration analysis

schemas with
conflicts

@ identify conflicts Comparison of schemas

list of cnnflictsJ

@ resolve conflicts Conformation of schemas
modified
schemas

@ integrate schemas  Merging and restructuring

integrated
schema

N )




/Preintegration An

alysis

* Aclose look on the individual conceptual schemas to decide for an
adequate Integration strategy
e The larger the number of constructs, the more important is modularization
e |s it really sensible/possible to integrate all schemas?

Integration strategy

Binary approach

= b ;‘{ /\ ‘v '.l‘
\ { |
/ \ / (/ | '.\
/ ]
d o db5db 446
Sequential Balanced One-shot
K integration integration integration

n-ary approach

o

A

™~

Iterative
integration /




/Schema conflicts
— Table/Table conflicts

* Table naming e.g., synonyms, homonyms
* Structure conflicts e.g., missing attributes
* Conflicting integrity conditions

— Attribute/Attribute conflicts
* Naming e.g., synonyms, homonyms
* Default value conflicts

* Conflicting integrity conditions e.g., different data types or
boundary limitations

— Table/Attribute conflicts




/Schema Integration

* The basic goal is to make schemas compatible
for integration

* Conformation usually needs manual interaction
— Conflicts need to be resolved semantically
— Rename entities/attributes

— Convert differing types, e.g., convert an entity to an
attribute or a relationship

— Align cardinalities/functionalities

— Align different datatypes




/Schema Integration A

e Schema integration is a semantic process
e This usually means a lot of manual work
e Computers can support the process by matching some (parts of) schemas

» There have been some approaches towards (semi-)automatic
matching of schemas

e Matching is a complex process and usually only focuses on simple constructs
like Are two entities semantically equivalent?’

e The result is still rather error-prone




/Schema Matching A

 Label-based matching

e For each label in one schema consider all labels of the other schema and every
time gauge their semantic similarity (Price vs Cost)

e Instance-based matching

e E.g., find correlations between attributes: ‘Are there duplicate tuples?’ or ‘Are
the data distributions in their respective domains similar?’

e Structure-based matching

e Abstracting from the actual labels, only the structure of the schema is
evaluated, e.g., regarding element types, depths in hierarchies, number and
type of relationships, etc.

oo

ID: Decimal ProdID: Decimal
Product: VARCHAR(50) Product: VARCHAR(50)
GrouplD:Decimal Group: VARCHAR(50)

Categ: VARCHAR(50) @
o v/




/Schema Integration

* If integration is query-driven only Schema
Mapping is needed

— Mapping from one or more source schemas to a
target schema

Source High-level mapping

j Target
; schemasS /

schema T

} T

A
Mapping
Correspondence compiler Correspondence

S

Low-level mapping S—




Load




‘l Load A

Goal: fast loading into DW
= [oading deltas is much faster than total load

SQL-based update is slow
= |Large overhead (optimization,locking,etc.) for every SQL call
= DB load tools are much faster
= Some load tools can also perform UPDATEs

Index on tables slows load a lot
= Drop index and rebuild after load
= (Can be done per partition

Parallelization

= Dimensions can be loaded concurrently
= Fact tables can be loaded concurrently
= Partitions can be loaded concurrently




/Load A

Relationships in the data
= Referential integrity must be ensured
= (Can be done by loader

Aggregates
= Must be built and loaded at the same time as the detail data
* Today, RDBMSs can often do this

Load tuning

= [oad without log

= Sort load file first

= Make only simple transformations in loader
= Use |loader facilities for building aggregates
= Use |loader within the same database

Should DW be on-line 24*77
= Use partitions or several sets of tables




/Guaranteeing Referential Integrity

Extract .| Data Quality | Conforming
staging ‘| staging staging

.-’

1. Check load tables Final load
veforeloading |  fables || "O°®%®

2. Check while loading
using DBMS RI Check

3. Check Integrity of
Tables at later
times

Dimension
and fact tables

-

1. Check Before Loading

2. Check While Loading

3. Check After Loading

Check before you add fact
records

Check before you delete
dimension records

Best approach

DBMS enforces Rl
Elegant but typically SLOW

Exception: Red Brick database
system is capable of loading 100
million records an hour into a
fact table where it is checking
referential integrity on all the
dimensions simultaneously!

No Rl in the DBMS

Periodic checks for invalid
foreign keys looking for invalid
data

Ridiculously slow

)




/Update Order A

o Update order that preserves data integrity
1. dimensions
2. facttables
3. materialized views and indices




/Dimension Table Loading

ID2
New/updated attr 1 ISD2 o s Li:ogl-up
tuples for DT attr3 | ur. Key able
attr 5 AN
attr 6 .
A N

Staging area
ging New/updated tuples

for DT
Identify Map identifiers
— updates and sur. keys Sur. Key S
g, attr 1
) attr 3
attr 5
D1 attr 6
attr 1 .
Reconciled | - D3 R Load
new/updated
database attr 5 attr 3 tuples in DT
ID2 attr 6 attr 5
attr3 | | ... ye attr 6 )
attr 4 /

Data mart




/Fact Table Loading A

Look-up table

Staging area ID5
ID4 SurKey 55 || D6
New/updated tuples Sur.Key S4 F Y Sur.Key S5
Identify forrt o /” New/updated tuples
updates —»| ID4 for FT
:gg . Map identifiers » Surkey S4
and surrogate keys Sur key S5
- mes 1 Sur key S6
R mes 3 mes 1
mes 5 mes 3
“* e e L - .. . mes 5
D4 -"‘--._\_. ________________ ) ‘~\ mes &
attr 1 N Fact Table
attr 2 D6 \ gur ::ey gg "
. ur key
R:conmled :::: : Data mart SIS
atabase D5 / mes 1
attr 3 o mes 3 ‘
attr 4 mes 5

mes 6 *




/Materialized View Loading

(storelD, itemID, date) ® D I Mens I ons
/fj\ e Store — City — Region
(storelD, itemID) (storel D, _date) (itemID, date)
| ——— e Item — Category
(S‘Ofurrm/(dm) e Measures
O o Sales
(storelD, itemID, date) ® Count

e

(storelD, itemID)  (storelD, category, date) (city, itemID, date)

(storelD, category) (city, itemID)  (storeID, date) (city, category, date)  (region, itemID, date)

[ SF SIS\ N\

(storeID)  (city, category) (region, itemID)  (city, date)  (region, category, date) (itemlD, date)

\/L

(city) (region, category) (itemID) (region, date) (category, date)
(region) (category) (date)

\J)///




/Rollback Log

e The rollback log (redo log), iIs invaluable in transaction (OLTP)
systems

* In a DW environment all transactions are managed by the ETL
process, the rollback log is a superfluous feature that must be dealt
with to achieve optimal load performance

* DW itself does not need rollback logging:
o All data is entered by a managed process — the ETL system
e Data is loaded in bulk
e Data can easily be reloaded if a load process fails

e Each database management system has different logging features and manages
its rollback log differently

N )




/ETL Tools Survey 2014 A
http://www.etltool.com/

Oracle Warehouse Builder (OWB)
SAP BusinessObjects Data Services
IBEM Infosphere Information Server
SAS Data Integration Studio
PowerCenter Informatica

Elixir Repertoire

Data Migrator (IBI)

SQL Server Integration Services (S5I8)
Talend Studio for Data Integration
DataFlow Manager

Pervasive Data Integrator

Open Text Integration Center

Oracle Data Integrator (ODI)

Data Manager/Decision Stream (IBM)

k CloverETL (Javlin)




IBM InfoSphere DataStage




/IBM InfoSphere DataStage A

e Design jobs for ETL

» Tool for data integration projects — such as, data warehouses, data
marts, and system migrations

e Import, export, create, and manage metadata for use within jobs
e Build, run, and monitor jobs, all within DataStage
o Administer DataStage development and execution environments

e Create batch (controlling) jobs
» Job Sequences




4 DataStage architecture A

« DataStage clients ‘
— Administrator =

7

Administrator

Client ?
— Designer
Designer
Client '
— Director 2

Director Client

« DataStage engines

— Parallel engine %3)
* Runs parallel jobs
— Server engine
* Runs server jobs %3
* Runs Job Sequences
Administrator

Configures DataStage projects and specifies DataStage user roles.

Designer

Creates DataStage jobs that are compiled into executable programs.

Director e
KUsed to run and monitor the DataStage jobs, although this can also be done in Designer. /




DataStage Designer
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/Developing in DataStage

« Define global and project properties in Administrator

« Import metadata into the Repository
—  Specifies formats of sources and targets accessed by your
jobs
« Build job in Designer
«  Compile job in Designer
« Run the job and monitor job log messages

—  The job log can be viewed either in Director or in Designer

, In Designer, only the job log for the currently opened job is
available

— Jobs can be run from either Director, Designer, or from the
command line

—  Performance statistics show up in the log and also on the
Designer canvas as the job runs
J data extractions (reads), data flows, data combinations, data transformations, data

-

constraints, data aggregations, and data loads (writes) @




/Types of DataStage Jobs

Parallel jobs
— Executed by the DataStage parallel engine
— Built-in capability for pipeline and partition parallelism
— Compiled into OSH
. Executable script viewable in Designer and the log
Server jobs
— Executed by the DataStage Server engine
— Use a completely different set of stages than parallel Jobs
— No built-in capability for partition parallelism
— Runtime monitoring in the job log
Job Sequences (batch jobs, controlling jobs)

— A type of server job that runs and controls jobs and other activities
specified on the diagram

— Can run both parallel jobs and other Job Sequences
— Provides a common interface to the set of jobs it controls
— Runtime monitoring in the job log

)




e

Design elements of parallel jobs

- Stages
— Passive stages (E and L of ETL)
. Read data
. Write data
. Examples: Sequential File, DB2, Oracle, Peek stages
—  Processor (active) stages (T of ETL)
J Transform data (Transformer stage)
’ Filter data (Transformer stage)
’ Aggregate data (Aggregator stage)
’ Generate data (Row Generator stage)
’ Merge data (Join, Lookup stages)

: Links

—  "Pipes” through which the data moves from stage-to-stage

)
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Pipeline parallelism

Records 9,001 1,000 records each segment
to 100,000,000 8th segment 7th 6th 5th 4th 3rd 2n 1st segment
* * » * * *_ . Ve ""“

Data
by Warehouse

Operational Data
Archived Data

@
"\.‘\ i

Source

Target

Transform, Enrich, Load stages execute in parallel
Like a conveyor belt moving rows from stage to stage
— Run downstream stages while upstream stages are running

Advantages:
— Reduces disk usage for staging areas
—  Keeps processors busy

Has limits on scalability

)




Partition parallelism

Divide the incoming stream of data into subsets to be
separately processed by a stage/operation
—  Subsets are called partitions (nodes)
—  Facilitates high-performance processing
. 2 nodes = Twice the performance
. 12 nodes = Twelve times the performance

Each partition of data is processed by the same
stage/operation

— Ifthe stage is a Transformer stage, each partition will be
processed by instances of the same Transformer stage

Number of partitions is determined by the configuration

file
Partitioning occurs at the stage level

— At the input link of a stage that is partitioning, the stage
determines the algorithm that will be used to partition the
data




e

DataStage hardware environments

Dedicated Disk

iz

Uniprocessor

- Single CPU

. Dedicated
memory & disk

Shared Disk

o
i
A

SHARED MEMORY

SMP System
[Symmedric
Multiprocessor)

. SMP
. Multi-CPU (2-64+)

. Shared memory &
disk

Shared Nothing

L R R . B
EEEE NEEN NEE
(| M ™
e —
(| m ™

MPP, Clustered Systerns
(Mazsively Parallel Processing)

Grid / Cluster

- Multiple, mult-
CPU systems

- Dedicated
memory per node

- Typically SAN-
based shared
storage

MPP

- Multiple nodes
with dedicated
memory, storage

2—-1000's of CPUs

)
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Partitioning algorithms

Round robin

Random

Hash: Determine partition based on key value
— Requires key specification

Modulus

— Requires key specification

Entire: Send all rows down all partitions
Same: Preserve the same partitioning

Auto: Let DataStage choose the algorithm
— DataStage chooses the algorithm based on the type of stage

)




4 N

Keyless versus keyed partitioning algorithms

. Keyless: Rows are distributed independently of data values

— Round Robin
— Random
— Entire
-  Same
. Keyed: Rows are distributed based on values in the specified key

- Hash: Partition based on key
. Example: Key is State. All "CA" rows go into the same partition; all "MA”"
rows go into the same partition. Two rows from the same state never go
into different partitions
— Modulus: Partition based on key divided by the number of partitions. Key
IS a numeric type
. Example: Key is OrderNumber (numeric type). Rows with the same order
number will all go into the same partition

- DB2: Matches DB2 Enterprise Edition partitioning

N )




4 N

Round Robin and Random partitioning

* Keyless partitioning methods -

. Rows are evenly distributed

across partitions 876543210
— Good for initial import of data if no
other partitioning is needed
— Useful for redistributing data
Round Robin
. Low overhead |
. Round Robin assigns rows to
partitions like dealing cards
6 7 8
. . 3 4 5
. Random has slightly higher 0 1 2

overhead, but assigns rows in a
non-deterministic fashion between
job runs




e

Entire partitioning

. Each partition gets a complete copy of
the data

— May have performance impact
because of the duplication of
data

. Entire is the default partitioning
algorithm for Lookup stage reference
links

— On SMP platforms, Lookup
stage uses shared memory
instead of duplicating the entire
set of reference data

— On Grid platforms data
duplication will occur

.87 6543210

Lo T I

Lo T I

Lo T I
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Hash partitioning ‘ Keyed \

-  Keyed partitioning
mEthOd Values of key column

. Rows are distributed 0321023211
according to the values in
key columns

- Guarantees that rows with
same key values go into the Hash
same partition 1

- Needed to prevent matching
rows from “hiding” in other
partitions

- Data may become unevenly

distributed across the partitions 0 1 2

depending on the frequencies 3 1 2

of the key column values 0 1 2
3

- Selected by default for
Aggregator, Remove
Duplicates, Join stages




4 N

Modulus partitioning ‘ Keyed ‘

*  Rows are distributed according
. . Valwes of key column
to the values in one numeric tues of key column
keycﬂlumn Lo 321023211
— Uses modulus \
partition = MOD (key_value / number
of partitions) Modulus
- Faster than Hash
. Logically equivalent to Hash
0 1 2
3 1 2
0 1 2
3




Parallel job compilation

What gets generated:
*  OSH: AKind of script

*  OSH represents the design data flow and
stages

—  Stages are compiled into OSH
operators

*  Transform operator for each Transformer
— A custom operator built during the
compile
—  Compiled into C++ and then to
corresponding native operators

. Thus a C++ compiler is needed to
compile jobs with a Transformer
stage




4 . N
Combining data

« Common business requirement

— Records contain columns that reference data in other data sources

* An order record contains customer IDs that reference customer
information in the CUSTOMERS table or file

— Records from two or more different sources are combined into one
longer record based on a matching key value

« An employee’s payroll information in one record is combined with the
employee’s address information from another record

- DataStage has a number of different stages that can be used
to combine data:

— Join
— Merge
— Lookup
« Combine data from one or more input links

— Input links can contain data from relational tables, files, or upstream
processing

N )
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Lookup, Join, Merge stages

« These stages combine two or more input links

Data is combined by designated key columns

« These stages differ mainly in:

Memory usage

Stage properties

Stage requirements

- Whether data has to be sorted

. Whether data has to be de-duplicated
How match failures are handled




Lookup Stage features

. One stream input link (source link) @

. One or more input reference links
. One output link
. Optional reject link
— Captures match failures
. Lookup failure options
— Continue, Drop, Fail, Reject
. Can optionally return multiple matching rows from one
iInput reference link
. Builds an indexed file structure in memory from the

reference link data
- Indexed by the lookup key

- Must have enough memory to hold the reference
data or the data spills over to disk

)




/Lookup A

® The most common use for a lookup is to map short codes in the input
data set onto expanded information from a lookup table which is then

joined to the incoming data and output

® An input data set carrying names and addresses (two letter U. S. state

postal code) of customers
LIP lookup table that carries a list of codes matched to states

® the Lookup reads each line, uses the key to look up the state in the
lookup table, adds the state to a new column defined for the output link

® If any state codes have been incorrectly entered in the data set, the code

will not be found in the lookup table, and so that record will be rejected




/Range lookups

® compares the value of a source column to a range of values between
two lookup table columns

® Account_Detail. Trans_ Date >= Customer_Detail.Start_Date AND
Account_Detail. Trans_ Date <= Customer_Detail.End_Date

® compares the value of a lookup column to a range of values between

two source columns

1t the source column value falls within the required range, a row is

passed to the output link




/Lookup Versus Join A

® There are two data sets being combined
® One is the primary (left of the join)
® The other data set(s) are the reference data sets (the right of the join)

® In all cases the size of the reference data sets is a concern

® If these take up a large amount of memory relative to the physical RAM
then a Lookup stage might thrash results in very slow performance since
each lookup operation can cause a page fault and an I/O operation

® if the reference data sets are big enough to cause trouble, use a join

A join does a high—speed sort on the driving and reference data sets
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Join stage

. Four types of joins
. Inner
E Left outer
. Right outer
E Full outer
. Input link data must be sorted
- Left link and a right link
. Which is which can be specified in the stage
— Supports additional “intermediate” links
. Light-weight

- Little memory required, because of the sort requirement
. Join key column or columns

- Column names for each input link must match

. If necessary, add a Copy stage before the Join stage to
change the name of one of the key columns




/Join types

® An inner join outputs rows that match

* A left outer join outputs all rows on the left link, whether they
have a match on the right link or not. Default values are entered for

any missing values in case of a match failure.

* A right outer join outputs all rows on the right link, whether they
have a match on the left link or not. Default values are entered for any

missing values in case of a match failure.

* A full outer join outputs all rows on the left link and right link,
whether they have matches or not. Default values are entered for any

missing values in case of match failures
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Merge stage

Similar to Join stage
° Master (stream) link and one or more secondary links

Stage requirements

- Master and secondary link data must be sorted by merge key
- Master link data must be duplicate-free

. Light-weight

- Little memory required, because of the sort requirement
. Unmatched master link rows can be kept or dropped
. Unmatched secondary link rows can be captured

- One reject link can be added for each secondary link




/Merge stage A

® The Merge stage combines a master data set with one or more update

data sets

® The columns from the records in the master and update data sets are
merged so that the output record contains all the columns from the
master record plus any additional columns from each update record

that are required

* A master record and an update record are merged only if both of
them have the same values for the merge key column(s) that you
specity
® Merge key columns are one or more columns that exist in both the

master and update records




/Join vs Merge

* Types of joins: ].S - four types; M.S - two types of Joins in Merge
Stage (Inner, Left Outer)
® The Input requirements

® ].S : N-Inputs (Left, Inner, Right Outer) , 2 Inputs (Full Outer), 1
Output link, no reject links

® M.S: N-Inputs, 1 Output, N-1 Reject Links
® The Inner Join Type are as follows

® ].S - Primary Records Should match with all secondary

® M.S - Primary Records should match with any secondary
® Treatment of Unmatched Records

® ].S - OK for the Primary and Secondary Records if the data is
Unmatched records

® M.s - We get Warning message if the Primary records are Unmatched,
Ok for the secondary records

-




/
Comparison between Join, Lookup, Merge

RDBMS-style relational Source - in RAM LU Table Master -Update(s)

light heaw light
2 or more: left, right 1 Source, N LU Tables 1 Master, N Update(s)
all inputs no all inputs
OK OK W arning!
OK Warning! OK only when N = 1
Keep (left outer), Drop (Inner) | [fail] | continue | drop | reject [keep] | drop
Keep (right outer), Drop (Inner) NONE capture in reject set(s)
captured captured consumed
1 1 out, (1 reject) 1 out, (N rejects)
Nothing (N/A) unmatched primary entries  unmatched secondary entries
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What is a Funnel stage?

. Collects rows of data from multiple input links into a
single output stream

— Rows coming out have the same metadata as rows
going in. Just more rows

. All sources must have compatible metadata

— Same number of columns of compatible types
. Three modes

— Continuous: Records are combined in no particular
order

— Sort Funnel: Preserves the sorted output of sorted
iInput links

— Sequence: Outputs all records from the first input
link, then all from the second link, and so on




