Data Warehouse Design




/Outline

e DW Data Storage
e Data Modeling: Definition and Phases

e Conceptual Modeling
 Entity-Relationship, UML, Multidimensional Model

 Logical Modeling
e Multidimensional Cubes: Dimensions, Facts, Measures

e Physical Modeling — Relational Implementation
e ROLAP, MOLAP, HOLAP
e Star schema
e Snowflake schema




Data Storage




/DW Data Storage A

e Goal of data storage
e Store data in a form that assists data mining, analytics, reporting and ultimately
the users

e DW users look at the data from different perspectives e.g., time,

location, product, etc.

 Perspectives are called dimensions and the resulting data structure is
multidimensional

o Example: The sales department of a car manufacturer takes a closer look at the

sales volumes
View historical sales volume figures from multiple perspectives: Sales volume by
model, by color, by dealer, over time
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/Multidimensional Structure




/Data Complexity

e The complexity grows quickly with the number of dimensions and
the number of positions
e E.g. 3 dimensions with 10 values each
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/DW Data Storage: Multidimensional vs Relational

 Visualization is multidimensional
o At the same time operational data is stored in relational model

e Data in the DW can be stored either according to the relational or
multidimensional model

e Any database manipulation is possible with both technologies

e Which Is better in terms of

» Ease of data presentation (the level of difficulty for preparing data for
presentation)

e Ease of maintenance (the effort needed to maintain data new data is inserted)
e Performance (speed of running OLAP queries)
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Multidimensional vs Relational: Presentation, Maintenance

o Ease of Presentation
e Multidimensional model select sum(sales.quantity_sold) from sales, products, product_categories,

) ) manufacturers, stores, cities where manufacturer_name = ‘Colgate’
The presentation is the natural ‘ ,
o ) and product_category _name = ‘toothpaste

model and trunc(sales.date_time_of sale) = trunc(sysdate-1)

e Relational model

Obtammg the same presentatlon and products.product_category_id = product_categories.product_category _id
in the relational model requires and products.manufacturer_id = manufacturers.manufacturer_id

a Complex query and stores.city_id = cities.city_id

e Ease of Maintenance

e Multidimensional model

When new data is added to the DW, aggregates need to be maintained in the case of
the multidimensional model

e Relational model

The relational model use indexes and sophisticated joins which require significant
maintenance and storage to provide same intuitiveness

N )

and sales.product_id = products.product _id

and sales.store_id = stores.store id
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Multidimensional vs Relational: Performance

» Relational: for each query, the relational data has to be transformed
to multidimensional representation

e Multidimensional: the transformation is performed only on each
load
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e Relational model can reach similar performance as the
multidimensional model through database tuning
e Not possible to tune the DW for all possible ad-hoc queries

2 Conclusion: both models can be used, but the multidimensional
S model is the practical choice
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/Data Modeling A

e Data modeling Is the process of creating a data model by analyzing
the requirements needed to support the business processes of an
organization

e Data models
e Provide the definition and format of data

e Graphical representations of the data within a specific area of interest

Enterprise Data Model: represents the integrated data requirements of a complete
business organization

Subject Area Data Model: Represents the data requirements of a single business area
or application




/Business Dimensional Lifecycle (Kimball)




/Data Modeling: Phases ()
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Requirement analysis

e |t collects
e data analysis requirements to be supported by the data mart/warehouse
e implementation constraints due to existing information systems

e Requirement sources

e pusIness users

e operational system administrators
e The first selected data mart i1s

e crucial for the company
» feeded by (few) reliable sources




/Application Requirements

e Description of relevant events (facts)
e each fact represents a category of events which are relevant for the company
examples: (in the CRM domain) complaints, services

e characterized by descriptive dimensions (setting the granularity), history span,
relevant measures

e information is gathered in a glossary
» Workload description
e periodical business reports

e queries expressed in natural language
example: number of complaints for each product in the last month




/Data Modeling: Phases (ll) A

e Conceptual Design
e Transforms data requirements to conceptual model
e Conceptual model describes data entities, relationships, constraints, etc. on
high-level
Does not contain any implementation details
Independent of used software and hardware
 Logical Design
e Maps the conceptual data model to the logical data model used by the DBMS
E.g. relational model, dimensional model, ...
Technology independent conceptual model is adapted to the used DBMS software
e Physical Design
o Creates internal structures needed to efficiently store/manage data

Table spaces, indexes, access paths, ...
Depends on used hardware and DBMS software
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/Data Modeling: Phases (llI) A

e Going from one phase to the next:
e The phase must be complete
The result serves as input for the next phase
o Often automatic transition is possible with additional designer feedback

Conceptual
Design Logical

Design
Physical

Design

ER-diagram,
UML, ... Tables,
Columns, ...

Tablespaces,
Indexes, ...




/Conceptual Model (I)

* Highest conceptual grouping of ideas

— Data tends to naturally cluster with data from the
same or similar categories relevant to the
organization

* The major relationships between subjects have
been defined

— Least amount of detail




" Conceptual Model (1I) h

Conceptual

* Conceptual design Desir
ER-diagram,

— Entity-Relationship (ER) Modeling UML, .

* Entities - “things” in the real world

— E.g. Car,Account, Product Car Account Product

* Attributes — property of an entity, entity type, or

relationship type Car

— E.g. color of a car, balance of an account, price of a product

* Relationships — between entities there can be relationships,
which also can have attributes

— E.g. Person owns Car
Person Car
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Conceptual Model (111) A
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» Entity having its own primary key is called a strong entity (single border)
» Entity not having its own primary key is called a weak entity (double border)
* Many-to-one relationship with a weak entity set is represented by diamond with double borders

« Total participation: every member of entity set must participate in the relationship (represent
K by double line from entity rectangle to relationship diamond) /
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UML as Conceptual Modeling Language

* Conceptual design in usually done using the

Unified Modeling Language (UML) 7%

Design

— Class Diagram, Component Diagram, Object o

Diagram, Package Diagram...

— For Data Modeling only Class Diagrams are used

UML, ...

* Entity type becomes class CLASS NAME

* Relationships become associations

operation 1

operation m

attribute 1 : domain

attribute n : domain
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/Logical Model

* Logical design arranges data into a

logical structure

Tables,
Columns,

— Which can be mapped into the storage objects

supported by DBMS

* In the case of RDB, the storage objects are tables which

store data in rows and columns

Attribute
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/Physical Model

* Physical design specifies the physical
configuration of the database on the
storage media
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/Conceptual, Logical, Physical Data models: Comparison\
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/Conceptual, Logical, Physical Data models: Comparison\
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DW Conceptual Modeling




/Data Modeling for DW A

* For DW the models have to offer support for
multidimensional data

* In the relational model the classical goal is to

— Remove redundancy

— Allow efficient retrieval of individual records

* |n the case of DW

— Redundancy is necessary to speed up queries

— OLAP queries usually involve multiple records
(range queries) and aggregates
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/Multidimensional Conceptual Model

* Modeling business queries

— Define the purpose of the DVV and decide on the
subject(s) T

* Who bought the products? [EEEzEE o
(customers and their structure) ‘
* Who sold the product? (sales organization)

Products

— Identify questions of interest

Employees

* What was sold? (product structure)

* When was it sold? (time structure)




/ER Model vs. Multidimensional Model

 The multidimensional model

« Its only purpose: data analysis
+ Itis not suitable for OLTP systems

=« More built in “meaning’
+ What is important
+ What describes the important
+ What we want to optimize
+ Easy for query operations

+ Recognized by OLAP/BI tools

= Tools offer powerful query facilities based on MD design

« Example: TARGIT Analysis




/Multidimensional Conceptual Model

* Components of conceptual design for DW

— Facts: a fact is a focus of interest for decision-making,
e.g., sales, shipments..

— Measures: attributes that describe facts from
different points of view, e.g., each sale is measured by
Its revenue

— Dimensions: discrete attributes which determine
the granularity adopted to represent facts, e.g.
product, store, date

— Hierarchies: are made up of dimension attributes

* Determine how facts may be aggregated and selected, e.g.,
day — month — quarter - year

N )




a N
The multidimensional model

« Data is divided into:
= Facts
= Dimensions

+ Facts are the important entity: a sale
« Facts have measures that can be aggregated: sales price
« Dimensions describe facts
= A sale has the dimensions Product, Store and Time
« Facts “live” in a multidimensional cube (dice)
=« Think of an array from programming languages

« Goal for dimensional modeling:
= Surround facts with as much context (dimensions) as possible
= Hint: redundancy may be ok (in well-chosen places)

= But you should not try to model all relationships in the data (unlike
E/R and OO modeling!)
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/Multidimensional Model vs. ER Model
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/Conceptual Design Models

e Multidimensional Entity Relationship (ME/R) Model
e Multidimensional UML (mUML)
e Other methods e.g., Dimension Fact Model, Totok, etc.




/Multidimensional E/R Model
e ME/R Model

e |ts purpose is to create an intuitive representation of the multidimensional data

e |t represents a specialization and evolution of the E/R to allow specification of
multidimensional semantics

 ME/R notation was influenced by the following considerations
e Specialization of the E/R model

All new elements of the ME/R have to be specializations of the E/R elements

In this way the flexibility and power of expression of the E/R models are not
reduced

e Minimal expansion of the E/R model
Easy to understand/learn/use: the number of additional elements should be small
e Representation of the multidimensional semantics

Although being minimal, it should be powerful enough to be able to represent
multidimensional semantics
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/Multidimensional E/R Model

* There are 3 main ME/R constructs
— The fact node
— The level node
— A special binary classification edge

Fact Classification level >_—’

Characteristics

N )




/Multidimensional E/R Model

* Store scenario designed in E/R
— Entities bear little semantics

— E/R is not suitable for representing classifications e.g.
Store — City — Country, etc.

Store W




/Multidimensional E/R Model

 ME/R notation:

‘iProd. Categ

w4 QProd. Family

IiCountr',Jr | i Region

E Year

< @Prod. Group

et R Quiarter

@t g District 4—¢E City

gy W@ Article

A Store

A, [ MONth | Day

Sales

Characteristics '

")




/Multidimensional E/R Model

 ME/R notation:

— Sales was selected as fact node

— The dimensions are product, geographical area

and time

— The dimensions are represented Riiticiond

Sales

through the so called Basic § Store

Characteristics '

Classification Level B Day

— Alternative paths in the classification leve
possible W week |emey
iMonth 4y B Day

are also

)




/Unified Modeling Language

* UML is a general purpose modeling language

* It can be tailored to specific domains by using
the following mechanisms
— Stereotypes: building new elements_

— Tagged values: new properties T v

FUML

Software Design
with Visual Studio. 2010

— Constraints: new semantics




/mUML A
* Stereotype
— Grants a special semantics to UML construct
without modifying it
— There are 4 possible representations of the
stereotype in UML

~lcon | pecoration | tabel | None
[ | amas!

I f
| | Fact 2 L <<Fact>> Fact 4
Fact 3

Fact 1
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UML

Tagged value

— Define properties by using a pair of tag and data
value

* Tag =Value
* E.g. formula=“UnitsSold*UnitPrice”

<<Fact-Class>>
| Sales
UnitsSold: Sales
UnitPrice: Price
/VolumeSold: Price
{formula="“UnitsSold*UnitPrice”
, parameter="UnitsSold,
UnitPrice”}




mUML A

<<zDimensional-Class>>

<<Dimensional-Class>>
Year

Land

<<Roll-up>=
Country

<<Roll-up>>
Year

<<Dimensional-Class>>
Region

<<Shared -Roll-up>= <<Dimensional-Class>>
Year Quarter

<<Roll-up>>
Region <=Roll-up==
Distributor Country

<<Dimensional-Class>>
Week <<Roll-up>=>
Quarter

<<Dimensional-Class>>
City

<<Dimensional-Class>=>
Month

<<Roll-up>>
City

<<Dimensional-Class>>
Product

<<Roll-up>=
<<Roll-up>> Month
Week

<<Dimensional-Class>>
Day

<<Dimensional-Class>>
Store

<<Roll-up>=
Product Group

<<Dimensional-Class>>

<D N> <aDi jon>>
D'r_"r'igmnzmn <<Fact-Class>> ) ([;;n;e:aSIT]n Prod. Group
Sales i
. \L <<Roll-up>>
Product categ
1. <<Dimension>> <<Dimensional-Class>>
Product

<<Fact-Class>>
Sold products

Prod. Categ




4 ™
Schema Documentation

Store Product Customer Time
dimension dimension dimension dimension
T Store T Product T Customer TTime
Year
County Category Cust. group
Maonth
 No well-defined standard =t°® Product Customer Day

« Our own notation
= T level corresponds to ALL
= Record the measures

* You could also use a UML-
like notation

« Modeling and OLAP tools may
have their own notation

Avg. sales price




DW Logical Modeling




/Goal of the Logical Model

— Refine the ‘real’ facts and dimensions of the
subjects identified in the conceptual model

— Establish the granularity for dimensions

— E.g. cubes: sales, purchase, price, inventory

Country |+t g Region HE[}istrict IH City

WProd. Categ |*l—'l |iPrn-d. Family |"l—¢ ®Prod. Group

ey




4 ™
Cube Example

Milk/ 56/67

Bread

Aalborg| 57 45 /

211

Copenhagen 123 127 /

2000 2001




e
Cubes

+ A*cube” may have many dimensions!
= More than 3 - the term "hypercube” is sometimes used
= Theoretically no limit for the number of dimensions
= Typical cubes have 4-12 dimensions

« Butonly 2-4 dimensions can be viewed at a time
= Dimensionality reduced by queries via projection/aggregation

» A cube consists of cells
= A given combination of dimension values
= A cell can be empty (no data for this combination)
= A sparse cube has few non-empty cells
= A dense cube has many non-empty cells
= Cubes become sparser for many/large dimensions




-y .
Dimensions

* Dimensions are entities
chosen in the data model regarding
some analysis purpose

— Each dimension can be used to define

more than one cube —

Sales

— They are hierarchically organized Turnover |

~ Purchase |
" Amount

BProd. Categ | @ Prod. Family |« WProd. Group | ¥ Article

Price
Unit Price |




Dimensions

+« Dimensions are the core of multidimensional databases
= Other types of databases do not support dimensions

« Dimensions are used for

= Selection of data
« Grouping of data at the right level of detail

+ Dimensions consist of dimension values
= Product dimension have values "milk”, "cream”, ...
= [ime dimension have values "1/1/20017, "2/1/20017,. ..

« Dimension values may have an ordering

»= Used for comparing cube data across values
= Example: "percent sales increase compared with last month”
« Especially used for Time dimension




e

Dimensions

Dimensions have hierarchies with levels
= Typically 3-5 levels (of detail)

= Dimension values are organized in a tree structure

= Product: Product->Type->Category

« Store: Store->Area->City->County

= Time: Day->Month->Quarter->Year

= Dimensions have a bottom level and a top level (ALL)

Levels may have attributes
= Simple, non-hierarchical information
« Day has Workday as attribute

Dimensions should contain much information
= Time dimensions may contain holiday, season, events,...
= Good dimensions have 50-100 or more attributes/levels




/Classifioation Levels

* Dimension hierarchies are organized in
classification levels also called granularities
(e.g., Day, Month, ...)

— The dependencies between the classification levels are
described in the classification schema by
functional dependencies

* An attribute B is functionally dependent on some attribute
A, denoted A — B, if for all a € dom(A) there exists exactly
one b € dom(B) corresponding to it

'i Week 4——1
E Year 4—(@1——( Month | @t § Day

N o)




Dimension Example

Location
T T

/\

Country USA Denmark

AT

City Berkeley New York Aalborg Copenhagen

Schema Instance




/Dimension Example

* Example: classification hierarchy for the product
dimension path

Category

Brrod. Categ

Electronics

Wrrod. Family

Brrod. Group

s

<+ || Article

c

lothes I

J

' G—

Video Audio TV Prod. Famil ]
= =~ -
ideo
) Camcorder Prod. Grou
[N p
TR-34 15-56 Article

J

)




4 ™
Facts

* Facts represent the subject of the desired analysis
= The important” in the business that should be analyzed
« Afact is identified via its dimension values
= A factis a non-empty cell
+ Generally, a fact should
= Be attached to exactly one dimension value in each dimension

= Only be attached to dimension values in the bottom levels
= Some models do not require this




Types of Facts

Event fact (transaction)

= A fact for every business event (sale)
"Fact-less” facts

= A fact per event (customer contact)

= No numerical measures
= An event has happened for a given dimension value combination

Snapshot fact - describes the state of things in a particular instance of time
= A fact for every dimension combination at given time intervals
« Captures current status (inventory)
Cumulative snapshot facts - what has happened over a period of time
= A fact for every dimension combination at given time intervals
= Captures cumulative status up to now (sales in year to date) total sales
Every type of facts answers different questions by product
. Often both event facts and both kinds of snapshot facts exist Y St

)

by day




/Factless Fact Cubes

 Does not have any measures

e Example: student attendance in classes
e 3 dimensions: the student dimension, the time dimension, and the class
dimension
e Questions
e How many students attended a particular class on a particular day?
e How many classes on average does a student attend on a given day?




e

Measures

+ Measures represent the fact property that the users want
to study and optimize
= Example: total sales price

« A measure has two components
= Numerical value: (sales price)

= Aggregation formula (SUM): used for aggregating/combining a
number of measure values into one

= Measure value determined by dimension value combination
= Measure value is meaningful for all aggregation levels




/Cu be Aggregations A

* Aggregates are used for speeding up queries

— For the 3-dim cube sales ((item, city, year), (turnover))
we have
* 3 aggregates with 2 dimensions e.g. (*, city, year)

* 3 aggregates with | dimension e.g. (¥, *, year)

* | aggregate with \\Q‘.V
no dimension (***

(*’ *’ *)

—
= L S
o , ¥, year)

item (*, city, vear)

N )




/Aggregations

year 1999 2000
quart{I-99 | I *99! 1 "od IV *94 I °00|II *00II "0V "0
category type product
, Brillo 90 ] 95 ] 90] 80] 70] 90] 85
home Washing Sbianco 30 20| 10| 25| 30| 35| 20
1©  {powder Tucido S0 60| 45| 40| 40| 50| 30| fencipe :
cleaning UCT Measure: sold quantity
soap Manipulite 20| 25| 30| 15| 15| 20| 10
Scent 35| 20| 25| 30| 30| 20| 15
Latte F SI 9 | 85| 75| 60| 80| 85| 60
milk | Lafte USht 80| 85| 60| 70| 70| 75| 65
food Yogurt SI 30 40| 35 30] 35| 35] 20
<oda Bevimi 10 | 25 | 30| 35| 30| 20| 10
Colissima 60 | 45| 40| 50| 60| 45| 40
year 1999 2000
quart.| 199 [ 1r99|1me9rv:e9 1°00[ moo|mroorv-oo
category
home clean] 725] 220] 200] 190 183 213 17
food 270| 280 240| 245 275 260 199




/Aggregations

year 1999 2000
quart{1°99 [ I *99| m 99 Iv '9d I 00| I 00l 00V "0
category type product
_ Brillo 80| 70] 90] 85
home ]‘3’3;]_311&8 Sbianco 25| 30| 35| 20
cleaning Lucido 40| 40 50| 40| Measure: sold quantity
soap Manipulite 15| 15| 20| 10
Scent 30 30| 20| 15
Lafte F SI 60| 80| 85| 60
milk Latte USIt 70 70| 75 65
food Yogurt SI 30 35| 35 20
<oda Bevini 35 30| 20| 10
Colissima 50| 60| 45| 40
year 1999 2000
quart|{ I'99 | 11’99 |II1’99|Tv 99| I'00 | II"00| " 00{ TV 00
category
home clean] 205 225] 220] 200] 1 185 219 17
food 240 270| 280 240] 245 275 260 1

year
category type

home | washing p m@
cleaning S0ap 155

milk 750] 685
food soda 780 290




/Aggregations

year 1999 2000
quart|I°99 | I 99| O 991V 99 I 00| *00[OI “0dIV "0d
category type product
{Washin Brillo 80 JO 90 35
asigng Shianco 251 30 35 20
home .
cleaning powder Lucido 40 401 S01 40| nfeasure: sold quantity
soap Manipulite 15 15 20 10
Scent 30 30| 20 15
Latte F S1 60| 80) 85| 60
mulk Latte USI 70 Joy 75 65
food Yogurt SI 30 35] 35 20
soda Bevinu 35| 30)] 20 10
' Colissima 50 60| 45 40
J X’ year
vear 1999 2000 category
quart| 199 | r99|mme9[rv-99 100 | moo|mroolrv:oo home clean. 760
category food 1030 975
home clean| 225 225 220 200 1 185 215 17
food 740| 270| 280| 240| 245 275 260, 193]
year | 1999 2004
category type
home | washing p 670 605
cleaning [ soap 200[ 155
milk 750| 685
food soda 280] 290




/Type of Measures (Measure Characteristics) A

« Additive
=« Can be aggregated over all dimensions

« Example: sales price
=« Often occur in event facts

« Semi-additive
« Cannot be aggregated over some dimensions - typically time
« Example: inventory
« Often occur in snapshot facts
« Non-additive
« Cannot be aggregated over any dimensions

= Example: average sales price per unit
= Occurin all types of facts




: .
Measure classification

e Stream measures
e can be evaluated cumulatively at the end of a time period
e can be aggregated by means of all standard operators
e examples: sold quantity, sale amount

e Level measures
e evaluated at a given time (snapshot)
 not additive along the time dimension
e examples: inventory level, account balance

e Unit measures
e evaluated at a given time and expressed in relative terms
e not additive along any dimension
e examples: unit price of a product




e

Aggregate operators

e Distributive

e can always compute higher level aggregations from more detailed data
e examples: sum, min, max

Algebraic

e can compute higher level aggregations from more detailed data only when
supplementary support measures are available

e examples: avg (it requires count)

e Holistic

e can not compute higher level aggregations from more detailed data

e examples: mode (value that occurs most often), median (value separating the
higher half of a data sample from the lower half)

©




/Distributive operator: SUM

year 1999 2000
quart|1°99 | I '99| I *99 TV 99 I *00|II 00T *00IV 00
category type product
_ Brillo 100] 90| 95 90| 80] 70] 90| 85
home washing Sbianco 20| 30| 20| 10| 25| 30| 35| 20
©  |powder d 60 | 50| 60 | 45| 40| 20| 50 40| \fenciiro -
cleaning Lucido Measure: sold quantity
soap Manipulite 15| 20| 25| 30| 15| 15| 20| 10
Scent 30| 35| 20| 25| 30| 30| 20| 15
Latte F Sl 90 | 90| 8 | 75| 60| 80| 85| 60
milk Latte USh 60| 80| 85| 60| 70| 70| 75| 65
food Yogurt SI 20 30 40 35| 30| 35| 35| 20
<oda Bevinu 20| 10| 25| 30| 35| 30| 20| 10
' Colissima 50| 60| 45| 40| 50| 60| 45| 40
year 1999 2000
quart| 1'99 | oo mreg{rvyeg 1'o0| moo|nroorv:oo
category
ome clean 725] 225] 220] 200] 190] 183 215 17
| food zml 2?ﬂ| 280] 240 245 275 260 195|
year
category type
home | washingp 670 605
cleaning soap 200] 155
nulk 750 685
year | 1999] 2000) &= food soda 280 200
category
home clean. 870 760
food 1030 975




/Algebraic operator: AVG

year
quart.
category type product
: Bnllo
home T}z:udzrg Sbianco
) Lucido
cleaning . Manipulite
=0ap Scent
year
quart.
category type
home wash. p.
cleaning soap
avg:
year
quart.

cateqo

1999

199 | 199 | 199 | IV'99
2 2 22 2.5

1.5 1.5 2 2.5

— 3 3 3

1 1.2 1.5 1.5

1.5 1.5 2 —

!

1999

199 | 199 | mr99 [ 1v-o9
175 | 2.17 | 240 | 267
125 | 135 | 1.75 | 1.50
150 176 208  2.09

X

1999

199 | m99 |99 | w99

[ 150 | 184 [ 214 | 238 |

Measure: unit price
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Aggregate operator specification: CGMD

date/month/year holiday? weekday

N

no_of_calls duration

c\ 1,1

1.1
1.1 |

total(no_of_calls) average(duration)

NS/

Calls-by-Day-and-Pointtype

("\

| Consumer ” Business |

address
.

pd [N\

[ cen

J LandLine | | DirectLine |

Pointtype

e ER Extension - Multidimensional aggregated entity Calls-by-
Weekday-and-Pointtype

d Anand S. Kamble. A Conceptual Model for Multidimensional Data.

APCCM 2008
-

)




/Aggregate operator specification: YAM2

Customer L :(,ell C !
- _ - {atomicSale.income} j :Level L !
onanza -~ .. .
— 1 Derivation /attName {supliers} |
L e e e e e e e e e e e e e -
Kind - - C
n AtomicSale - ] ]
{income Production.cost}
name income: Income e
Invalid source for: /revenue: Revenue ---7~7 7"
Income /incomeAverage: IncomeAverage
Revenue C
DailySalesByStore :
Store L -
/incomePerPerson: IncomePerPerson
zipCode
influenceArea <<KindOfMeasure>>
population IncomePerPerson
{Store > sum(Income)/Population }
{Time, Product > sum(IncomePerPerson)) NonTransitiveIT
rd
<<KindOfMeasure>> 7
rd
IncomeAverage e

s

Time, Product, Store, Promotion, Customer, Clerk > avg(Income)

2 Alberto Abello, Jose Samos, Felix Saltor. YAM2: a
multidimensional conceptual model extending UML. Information
Systems 31 (2006). P. 541-567. @
v/




/Aggregate operator specification: Mondrian

<Cube name='Sales'>
<MeasureGroups>
<MeasureGroup name='Sales' table='Sales'>
<Measures>
<Measure name='Unit Price' column='UnitPrice'
aggregator='avg' formatString='S$#,##0.00' />
<Measure name='Sales Count'
aggregator='count' />
</Measures>
</Cube>




Physical Modeling
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ROLAP

Relational OLAP
Data stored in relational tables

= Star (or snowflake) schemas used for modeling

= SQL used for querying
Pros

Scalable (billions of facts)
Flexible, designs easier to change

+ Indices, materialized views

Cons
= Storage use (often 3-4 times MOLAP)
= Response times

Leverages investments in relational technology

New, performance enhancing techniques adapted from MOLAP

Product ID

Store ID

Sales

1

3

2

2

1

7

3

2

3




/ROLAP Implementations A

e Oracle Database OLAP Option
e IBM Cognos

e Pentaho Mondrian
e MDX queries; ODBC, JDBC connection to RDBMS

o SAP Business Warehouse + Bl Accelerator
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MOLAP

Multidimensional OLAP

« Data stored in special multidimensional data structures

E.g., multidimensional array on hard disk

MOLAP data cube
Pros
o . d\d, | 1|23
= Less storage use (“foreign keys™ not stored) 1 ol 7o
= Faster query response times 5 > 1o lo
Cons 3 |0J0)3

Up till now not so good scalability
Less flexible, e.g., cube must be re-computed when design changes

Does not reuse an existing investment (but often bundled with
RDBMS)

Not as open technology

)




/MOLAP Features A

e MOLAP tools process information with the same amount of
response time irrespective of the level of summarizing

e MOLAP server implements two level of storage representation to
manage dense and sparse data sets
e The storage utilization can be low if the data set is sparse

e MOLAP architecture mainly reads the precompiled data. MOLAP

architecture has limited capabilities to dynamically create
aggregations or to calculate results that have not been pre-calculated

and stored




/MOLAP Implementations A

e Apache Kylin (ANSI SQL queries, HBase-Hadoop storage)
e Oracle Essbase

 IBM TM1

e IcCube (MDX, SQL, R queries)

e Jedox




4 N
HOLAP

» Hybrid OLAP
+ Detall data stored in relational tables (ROLAP)
» Aggregates stored in multidimensional structures (MOLAP)

+ Pros
= Scalable (as ROLAP)
« Fast (as MOLAP)

+ Cons
= High complexity




/HOLAP Implementations A

e MicroStrategy
e Microsoft Analysis Services
e SAS OLAP Server




e
Relational Implementation

« (Goal for dimensional modeling: surround the facts with
as much context (dimensions) as we can

« Granularity of the fact table is important

What does one fact table row represent?

Important for the size of the fact table

Often corresponding to a single business transaction (sale)
But it can be aggregated (sales per product per day per store)

« Some properties
=« Many-to-one relationship from fact to dimension

= Many-to-one relationships from lower to higher levels in the
hierarchies




4 N
Relational Design

Product | Type | Category | Store City | County | Date Sales
Top Beer | Beverage | Trgjborg | Arhus | Arhus | 25 May 2009 575
. N AN _/
T v e
Product Store Time

« One completely de-normalized table
« Bad: inflexibility, storage use, bad performance, slow update

« Star schemas
« Snowflake schemas




4 N
Star Schema Example

« Star schemas
= One fact table
= De-normalized dimension tables
= One column per level/attribute

ProductID | Product | Type Category TimelID | Dav Month | Year
1 Top Beer | Beverage 1 25. Maj 1997

T /

Productld |Storeld [ Timeld [Sale

| | | 5.75
StorelD | Store Citv County
1 Trajborg | Arhus Arhus




4 N
Relational Implementation

+ The fact table stores facts
= One column for each measure
= One column for each dimension (foreign key to dimension table)
= Dimensions keys make up composite primary key

« A dimension table stores a dimension




" Snowflake Schema Example EV5

T MonthID | Month | YearID

TspelD Type CategorvID 1 May 1
1 Beer 1
—_—
ProductID} | Product | TypelD TimeIDd | Dav MonthID
1 Top 1 1 25, 1

\ /

||P1'ud11ftI{l Storeld |Timeld |Sale

I 1 1 1 5.75
« Snowflake schemas /
= Dimensions are normalized
= One dimension table per level S T 1

= Each dimension table has /

integer key, level name, and
one column per attribute e BT

/

e Database normalization is the process of organizing the fields and tab
\_ of a relational database to minimize redundancy Y/




a N
Star vs Snowflake

« Star Schemas
+ Simple and easy overview - ease-of-use
+ Relatively flexible
+ Dimension tables often relatively small
+ "Recognized” by many RDBMSes -> good performance
- Hierarchies are "hidden” in the columns
- Dimension tables are de-normalized

« Snowflake schemas
+ Hierarchies are made explicit/visible @ﬁ
+ Very flexible &E‘hj
+ Dimension tables use less space *
- Harder to use due to many joins
- Worse performance




/Snowﬂake to Star

2 When should we go from snowflake to star?

e When typical queries relate to coarser granularity (like product
category)

e When the volume of data in the dimension tables is relatively low
compared to the fact table

* When modifications on the classifications are rare compared to
Insertion of fact data




/KOHTpO!'IbHaH pabota - ROLAP A

« Suppose that we want to replace the priginal Store hierarchy
A by a new hierarchy B

« How do we modify the star schema to reflect this?
+ How do we modify the snowflake schema to reflect this?

T
T Country
County County
City City
| |
Store Store
Store Schema A Store Schema B

N )




