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Entity Resolution

• For example, finding out that all the following expressions refer to the same 
problem:
▸ entity resolution
▸ record linkage
▸ reference reconciliation
▸ object identification
▸ duplicate detection
▸ entity matching
▸ ...
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Entity Resolution
Application 1: Data Cleaning

• Identifying duplicates in SCHUFA database [WNJLS08]
▸ Schufa is the main credit scoring company for individuals in Germany
▸ Duplicates enter the database due to incomplete information and caution
▸ Domain specific duplicate detection on relational data
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cate detection on the entire database, independent of other,
often time critical business processes. This proactive and
systematic search of duplicates aims at further improving
data quality, so effectiveness is the primary focus.
Contribution. We present our solution to the batch dupli-
cate detection problem on the Schufa database. Our solution
for effective duplicate detection is based on DogmatiX [14],
a domain-independent algorithm initially proposed for XML
duplicate detection. We adapted DogmatiX to the relational
scenario and extended it to further include domain knowl-
edge in the form of rules. To efficiently detect duplicates,
we employed the multi-pass Sorted Neighborhood Method
(SNM) [10] with the improvement of a key definition process
with effectiveness guarantees (compared to the effectiveness
obtained when performing all pairwise comparisons). We
evaluated our methods on large real-world data sets, consist-
ing of samples of the Schufa database ranging from 100,000
to 10 million customer records. The results show that our
methods are very effective in detecting duplicate persons,
while being scalable to large amounts of data.
Structure. We first present an overview of the duplicate
detection process we devised for Schufa in Sec. 2. In Sec. 3
and Sec. 4, we show how we extended two components of
DogmatiX, namely description selection and duplicate clas-
sification. Sec. 5 describes how we adapted the sorted neigh-
borhood method to improve scalability and effectiveness.
An extensive evaluation is presented in Sec. 6. We briefly
discuss related work in Sec. 7 and conclude in Sec. 8.

2. A 10,000 KM PERSPECTIVE
Essentially, our goal is to detect duplicates in the database

at Schufa. The system is capable of detecting duplicates in
several types of objects including persons, addresses, con-
tracts, birth locations, etc. However, the work presented
here primarily focuses on detecting duplicate persons, due
to the extensive use of domain-knowledge. In order to detect
duplicate persons, we follow the steps below:

1. Description selection: Among 162 attributes avail-
able for a given person, we select attributes that are
representative of a person, e.g., surname and first name
and dismiss irrelevant attributes such as the tuple time
stamp. We employ schema-based and instance-based
heuristics to automate the process before refining the
selection using domain knowledge. Details are de-
scribed in Sec. 3.

2. Comparison profile definition: Using the repre-
sentative attributes, we define a classifier to classify
pairs of persons as duplicates or non-duplicates. In
fact, our classifier performs a more fine-grained dis-
tinction of duplicates, yielding a total of 11 classes (10
duplicate classes and 1 non-duplicate class). We call
this classifier a comparison profile that itself consists
of several classifiers. Sec. 4 covers comparison profile
definition.

3. Key definitions: The next step is to define keys that
serve as input to the next phase, i.e., the SNM. Our
key definitions are deducted from the comparison pro-
file and actually allow to provide effectiveness guaran-
tees for the SNM, a problem previous research did not
address. We provide details in Sec. 5.2.

4. SNM: Using our key definitions, we apply multiple
passes of the SNM. Because the comparison profile
consists of several classifiers, different strategies defin-
ing when which classifier is applied are conceivable.
We present two strategies in Sec. 5.3.

Example. The process described above is in principal ap-
plicable to any domain, however, in the context of the Schufa
project, we focus on the domain of detecting duplicate per-
sons in the Schufa database. To illustrate this domain and
to support the discussion throughout this paper, consider
the following example.

Person
Firstname
Surname
Birthdate

Address
Street
City

Contract
CID
Partner

History
Event
Date

1

N

1

1

N N

(a) UML diagram of entities and relationships

MustermannMichael3

29.03.1907DoeJonathan2

29.03.1970DoeJohn1

BirthdateSurnameFirstnamePID

Person

3Foreign Bank789

2National Bank of 
New Zealand

456

1NZ Bank123

PIDPartnerCID

Contract

12301.01.1993Update
Student
to Pro

12329.03.1988Open

CIDDateEvent

History

3KleinstadtDorfstrasse
567

2ChristchurchLarge Place 2

1ChristchurchLarge Place 2

1AucklandMain Street 1

PIDCityStreet

Address

(b) Example of relational data

Figure 1: Example showing relationships and at-
tributes of four object types Person, Address, Con-
tract, and History (a) as well as a corresponding
relational data (b).

Example 1. Fig. 1(a) shows four types of objects, their
attributes, and their hierarchical relationships: a person has
attributes firstname, surname, and birthdate. A person may
have addresses and contracts as children. Addresses have
attributes street and city whereas contracts consist of a part-
ner and a contract ID (CID). Contracts have a children type
that stores the history of a contract, e.g., when a contract is
created or dissolved. Fig. 1(b) shows how three persons and
related objects may be represented in a relational database.
Please note that both the schema and the data do not corre-
spond to the actual Schufa database. Nevertheless, it reflects
the main types of objects that our solution focuses on.
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Application 3: Linking Open Data
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Linked Open Data cloud diagram
 by Richard Cyganiak and Anja Jentzsch.
http://lod-cloud.net/
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cate detection on the entire database, independent of other,
often time critical business processes. This proactive and
systematic search of duplicates aims at further improving
data quality, so effectiveness is the primary focus.
Contribution. We present our solution to the batch dupli-
cate detection problem on the Schufa database. Our solution
for effective duplicate detection is based on DogmatiX [14],
a domain-independent algorithm initially proposed for XML
duplicate detection. We adapted DogmatiX to the relational
scenario and extended it to further include domain knowl-
edge in the form of rules. To efficiently detect duplicates,
we employed the multi-pass Sorted Neighborhood Method
(SNM) [10] with the improvement of a key definition process
with effectiveness guarantees (compared to the effectiveness
obtained when performing all pairwise comparisons). We
evaluated our methods on large real-world data sets, consist-
ing of samples of the Schufa database ranging from 100,000
to 10 million customer records. The results show that our
methods are very effective in detecting duplicate persons,
while being scalable to large amounts of data.
Structure. We first present an overview of the duplicate
detection process we devised for Schufa in Sec. 2. In Sec. 3
and Sec. 4, we show how we extended two components of
DogmatiX, namely description selection and duplicate clas-
sification. Sec. 5 describes how we adapted the sorted neigh-
borhood method to improve scalability and effectiveness.
An extensive evaluation is presented in Sec. 6. We briefly
discuss related work in Sec. 7 and conclude in Sec. 8.

2. A 10,000 KM PERSPECTIVE
Essentially, our goal is to detect duplicates in the database

at Schufa. The system is capable of detecting duplicates in
several types of objects including persons, addresses, con-
tracts, birth locations, etc. However, the work presented
here primarily focuses on detecting duplicate persons, due
to the extensive use of domain-knowledge. In order to detect
duplicate persons, we follow the steps below:

1. Description selection: Among 162 attributes avail-
able for a given person, we select attributes that are
representative of a person, e.g., surname and first name
and dismiss irrelevant attributes such as the tuple time
stamp. We employ schema-based and instance-based
heuristics to automate the process before refining the
selection using domain knowledge. Details are de-
scribed in Sec. 3.

2. Comparison profile definition: Using the repre-
sentative attributes, we define a classifier to classify
pairs of persons as duplicates or non-duplicates. In
fact, our classifier performs a more fine-grained dis-
tinction of duplicates, yielding a total of 11 classes (10
duplicate classes and 1 non-duplicate class). We call
this classifier a comparison profile that itself consists
of several classifiers. Sec. 4 covers comparison profile
definition.

3. Key definitions: The next step is to define keys that
serve as input to the next phase, i.e., the SNM. Our
key definitions are deducted from the comparison pro-
file and actually allow to provide effectiveness guaran-
tees for the SNM, a problem previous research did not
address. We provide details in Sec. 5.2.

4. SNM: Using our key definitions, we apply multiple
passes of the SNM. Because the comparison profile
consists of several classifiers, different strategies defin-
ing when which classifier is applied are conceivable.
We present two strategies in Sec. 5.3.

Example. The process described above is in principal ap-
plicable to any domain, however, in the context of the Schufa
project, we focus on the domain of detecting duplicate per-
sons in the Schufa database. To illustrate this domain and
to support the discussion throughout this paper, consider
the following example.

Person
Firstname
Surname
Birthdate

Address
Street
City

Contract
CID
Partner

History
Event
Date

1

N

1

1

N N

(a) UML diagram of entities and relationships

MustermannMichael3

29.03.1907DoeJonathan2

29.03.1970DoeJohn1

BirthdateSurnameFirstnamePID

Person

3Foreign Bank789

2National Bank of 
New Zealand

456

1NZ Bank123

PIDPartnerCID

Contract

12301.01.1993Update
Student
to Pro

12329.03.1988Open

CIDDateEvent

History

3KleinstadtDorfstrasse
567

2ChristchurchLarge Place 2

1ChristchurchLarge Place 2

1AucklandMain Street 1

PIDCityStreet

Address

(b) Example of relational data

Figure 1: Example showing relationships and at-
tributes of four object types Person, Address, Con-
tract, and History (a) as well as a corresponding
relational data (b).

Example 1. Fig. 1(a) shows four types of objects, their
attributes, and their hierarchical relationships: a person has
attributes firstname, surname, and birthdate. A person may
have addresses and contracts as children. Addresses have
attributes street and city whereas contracts consist of a part-
ner and a contract ID (CID). Contracts have a children type
that stores the history of a contract, e.g., when a contract is
created or dissolved. Fig. 1(b) shows how three persons and
related objects may be represented in a relational database.
Please note that both the schema and the data do not corre-
spond to the actual Schufa database. Nevertheless, it reflects
the main types of objects that our solution focuses on.
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Entity Resolution
Application 3: Linking Open Data

9

Linked Open Data cloud diagram
 by Richard Cyganiak and Anja Jentzsch.
http://lod-cloud.net/
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cate detection on the entire database, independent of other,
often time critical business processes. This proactive and
systematic search of duplicates aims at further improving
data quality, so effectiveness is the primary focus.
Contribution. We present our solution to the batch dupli-
cate detection problem on the Schufa database. Our solution
for effective duplicate detection is based on DogmatiX [14],
a domain-independent algorithm initially proposed for XML
duplicate detection. We adapted DogmatiX to the relational
scenario and extended it to further include domain knowl-
edge in the form of rules. To efficiently detect duplicates,
we employed the multi-pass Sorted Neighborhood Method
(SNM) [10] with the improvement of a key definition process
with effectiveness guarantees (compared to the effectiveness
obtained when performing all pairwise comparisons). We
evaluated our methods on large real-world data sets, consist-
ing of samples of the Schufa database ranging from 100,000
to 10 million customer records. The results show that our
methods are very effective in detecting duplicate persons,
while being scalable to large amounts of data.
Structure. We first present an overview of the duplicate
detection process we devised for Schufa in Sec. 2. In Sec. 3
and Sec. 4, we show how we extended two components of
DogmatiX, namely description selection and duplicate clas-
sification. Sec. 5 describes how we adapted the sorted neigh-
borhood method to improve scalability and effectiveness.
An extensive evaluation is presented in Sec. 6. We briefly
discuss related work in Sec. 7 and conclude in Sec. 8.

2. A 10,000 KM PERSPECTIVE
Essentially, our goal is to detect duplicates in the database

at Schufa. The system is capable of detecting duplicates in
several types of objects including persons, addresses, con-
tracts, birth locations, etc. However, the work presented
here primarily focuses on detecting duplicate persons, due
to the extensive use of domain-knowledge. In order to detect
duplicate persons, we follow the steps below:

1. Description selection: Among 162 attributes avail-
able for a given person, we select attributes that are
representative of a person, e.g., surname and first name
and dismiss irrelevant attributes such as the tuple time
stamp. We employ schema-based and instance-based
heuristics to automate the process before refining the
selection using domain knowledge. Details are de-
scribed in Sec. 3.

2. Comparison profile definition: Using the repre-
sentative attributes, we define a classifier to classify
pairs of persons as duplicates or non-duplicates. In
fact, our classifier performs a more fine-grained dis-
tinction of duplicates, yielding a total of 11 classes (10
duplicate classes and 1 non-duplicate class). We call
this classifier a comparison profile that itself consists
of several classifiers. Sec. 4 covers comparison profile
definition.

3. Key definitions: The next step is to define keys that
serve as input to the next phase, i.e., the SNM. Our
key definitions are deducted from the comparison pro-
file and actually allow to provide effectiveness guaran-
tees for the SNM, a problem previous research did not
address. We provide details in Sec. 5.2.

4. SNM: Using our key definitions, we apply multiple
passes of the SNM. Because the comparison profile
consists of several classifiers, different strategies defin-
ing when which classifier is applied are conceivable.
We present two strategies in Sec. 5.3.

Example. The process described above is in principal ap-
plicable to any domain, however, in the context of the Schufa
project, we focus on the domain of detecting duplicate per-
sons in the Schufa database. To illustrate this domain and
to support the discussion throughout this paper, consider
the following example.

Person
Firstname
Surname
Birthdate

Address
Street
City

Contract
CID
Partner

History
Event
Date

1

N

1

1

N N

(a) UML diagram of entities and relationships

MustermannMichael3

29.03.1907DoeJonathan2

29.03.1970DoeJohn1

BirthdateSurnameFirstnamePID

Person

3Foreign Bank789

2National Bank of 
New Zealand

456

1NZ Bank123

PIDPartnerCID

Contract

12301.01.1993Update
Student
to Pro

12329.03.1988Open

CIDDateEvent

History

3KleinstadtDorfstrasse
567

2ChristchurchLarge Place 2

1ChristchurchLarge Place 2

1AucklandMain Street 1

PIDCityStreet

Address

(b) Example of relational data

Figure 1: Example showing relationships and at-
tributes of four object types Person, Address, Con-
tract, and History (a) as well as a corresponding
relational data (b).

Example 1. Fig. 1(a) shows four types of objects, their
attributes, and their hierarchical relationships: a person has
attributes firstname, surname, and birthdate. A person may
have addresses and contracts as children. Addresses have
attributes street and city whereas contracts consist of a part-
ner and a contract ID (CID). Contracts have a children type
that stores the history of a contract, e.g., when a contract is
created or dissolved. Fig. 1(b) shows how three persons and
related objects may be represented in a relational database.
Please note that both the schema and the data do not corre-
spond to the actual Schufa database. Nevertheless, it reflects
the main types of objects that our solution focuses on.
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Relational Entity Resolution
• Schemas of compared data (tuples) are identical

• Focuses on variations of the data

• In data integration context, we 
assume that data with different 
schema have been mapped 
to a common global schema 
prior to entity resolution.

• In Semantic Web, we assume a
global ontology to describe 
equivalences between attribute
names.

12

Title Genre Year Director

Troy Action 2004 Petersen

Troj History Petersen

typo contradiction
missing
value
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Pairwise Comparisons

• Given two data sets A and B
• General idea
▸ Form the Cartesian product A x B.
▸ For each pair, decide if it is a duplicate:

− Based on a similarity measure and a threshold
− Based on a rule-based classifier

▸ Identification of duplicate clusters (transitive closure)
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Similarity Measures
Jaro-Winkler Similarity

15

• The Jaro-Winkler similarity [WT91] of two strings s1 and s2 that 
share a common prefix ρ is defined as:

• f is a user-defined coefficient that “corrects” the similarity 
computed using the Jaro similarity [Jaro89], denoted SimJaro(s1,s2) 
to account for the common prefix of s1 and s2. 

• Hence, a common prefix increases the Jaro-Winkler similarity.

))2,1(1()2,1()2,1( ssSimJarofssSimJarossklerSimJaroWin −⋅⋅+= ρ
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Similarity Measures
Jaro-Winkler Similarity - Example

18

Given s1 = Spears and s2 = Spaers, simJaro(s1, s2) = 0.944:
• All characters belong to the set of characters shared among s1 and s2.

• For S, p, r, et s, positions are identical
• For e and a, the positions vary by 1, which is below the lower bound 

for transpositions (computed as 0.5 * 6 – 1)
• Hence, σ = {S,p,e,a,r,s}. 

• When traversing s1 and s2, we observe:
• 1st common character in s1 (S) = 1st common character in s2
• 2nd common character in s1 (p) = 2nd common character in s2
• But 3rd common character in s1 (e) ≠ 3rd common character in s2
• A second transposition occurs for the fourth character in s1 (a)
• Remaining positions are identical.
• Hence, t = 2

• SimJaro(s1,s2) = 1/3 * (6/6 + 6/6 + (6 - 0.5 * 2)/6 = 0.944
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Sorted Neighborhood Method
• Input: 
▸ A relation with N tuples
▸ A similarity measure

• Output: 
▸Classes (clusters) of equivalent tuples (= duplicates)

• Problem: a large number of tuples
▸Comparing each pair is too costly (efficiency).
▸Relation larger than main-memory (scalability).

19
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Sorted Neighborhood Method

• Idea
▸ Create partitions
▸  Perform comparisons only within a partition

• The initial algorithm [HS95]
1. Create Key:

– Creates a key value based on relevant attribute values.
2. Sort: 

– Sort tuples in lexicographical order of their generated keys.
3. Merge:

– Slide a window (of fixed size w) over the sorted data.
– Limit to comparisons of tuple pairs falling in the same window.

20
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Sorted Neighborhood Method
ID Title Year Genre

17 Mask of Zorro 1998 Adventure

18 Addams Family 1991 Comedy

25 Rush Hour 1998 Comedy

31 Matrix 1999 Sci-Fi

52 Return of Dschafar 1994 Children

113 Adams Family 1991 Comedie

207 Return of Djaffar 1995 Children
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Sorted Neighborhood Method
Key Generation Phase

• Key: for a given tuple t, its key consists of a sequence of attribute 
value substrings taken from t.

• Quality of entity resolution strongly depends on the choice of the key.

• The key is virtual and is not necessarily unique.

▸ It only serves to sort the tuples. 

22
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3.
Merge

classify(18,113) ! duplicates

classify(52,207) ! duplicates
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Sorted Neighborhood Method
Key Generation Phase

• Key: for a given tuple t, its key consists of a sequence of attribute 
value substrings taken from t.

• Quality of entity resolution strongly depends on the choice of the key.

• The key is virtual and is not necessarily unique.

▸ It only serves to sort the tuples. 
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Sorted Neighborhood Method
Sort Phase

• Sort tuples according to the lexicographic order of their generated 
keys.

• Goal: 
Equivalent tuples (duplicates) are sorted close to each other.

• Different sorting strategies (Quicksort, AlphaSort, etc.)

▸ For scalability, use of a DBMS for efficient secondary memory 
access (two passes over the data).
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Sorted Neighborhood Method
Comparison Phase
• A window of predefined fixed size w goes over the sorted data.
•   2 ≤ w ≤  N
• Only compare tuples that fall in the same window.
• HS95 proposes a rule-based classifier to detect duplicates, but any 

similarity measure can be used as well.

w
w

w
w

Fenêtre de 
tuples à 
l’instant t Fenêtre de 

tuples à l’instant 
t+1
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Sorted Neighborhood Method
Discussion
• Complexity
▸N : number of tuples
▸w: window size
▸ In theory: 

−O(N) + O(N logN) + O(w N) = O(N logN)  when w < logN; 
−O(wN) otherwise

▸ In practice:
−Three scans of the relational data stored on disk.
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Relational Entity Resolution
Extensions to the Sorted Neighborhood Method
• Multi-Pass Sorted Neighborhood Method [HS95,HS98]
• Sorted-Neighborhood for XML data [PHN06]
• Automatic adjustment of the window size [YLKG07, DNSW12]

Other means to reduce the number of pairwise comparisons

• Blocking (partitioning w.r.t. one or more attribute values)

• Recall-maintaining filter functions (upper / lower bound for similarity 
measures) [ACG02,WN04]
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Relational Entity Resolution
Many alternative approaches to Relational Entity Resolution

• Survey by Elmagarmid et. al. [EIV07]

• Book by Naumann et. al. [NH10]

• Survey by Peter Christen [Christen12]
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Hierarchical Entity Resolution
Examples of hierarchically organized data
• Relational star / snowflake schema [ACG02]
• Hierarchical XML data [CHL10]

Specialized similarity measures and algorithms
• Containment metric as similarity measure [ACG02]

• Top-down & bottom-up algorithms

29



Entity Resolution | Melanie Herschel | Université Paris Sud - Inria Saclay | WOD 2013 | May 31, 2013

Agenda

28

Relational ER Hierarchical ER Graph ER

Entity Resolution | Melanie Herschel | Université Paris Sud - Inria Saclay | WOD 2013 | May 31, 2013

Hierarchical Entity Resolution
Examples of hierarchically organized data
• Relational star / snowflake schema [ACG02]
• Hierarchical XML data [CHL10]

Specialized similarity measures and algorithms
• Containment metric as similarity measure [ACG02]

• Top-down & bottom-up algorithms

29



Similarity 
Measures!

Term based!

Jaccard!

Cosine 
similarity!

N-gram 
distance!

Edit based!

Edit distance!

Jaro 
distance!

Jaro Winker 
distance!

Hybrid!

Fuzzy 
similarity!

Containment 
metric!

Monge 
Elkan!

Others!

Felligi-
Sunter!

Soundex!

Hamming 
distance!

Entity Resolution | Melanie Herschel | Université Paris Sud - Inria Saclay | WOD 2013 | May 31, 2013

Similarity Measures

30

Based on [HB12]
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Hierarchical Relational Schema

ID Actor Film

S1 Al Pacino F1

S2 Al Pacino F2

S3 Marlon Brando F2

ID Name Year Rating

F1 The Godfather 1972 9.2/10
F2 Gottvatter, The 72
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Comtainment Metric
• Hybrid similarity measure [ACG02] considering 

▸ Similarity of attribute values (tcm)

▸ Similarity of children sets reached by following foreign keys (fkcm)

• Similarity of attribute values

▸ Divide tuples into tokens ! token sets TS

▸ Compute the edit distance between token sets

▸ Determine weight of each token using IDF [BR99]

▸ The token similarity metric tcm measures which fraction of one 
tuple T is covered by the other tuple T’.

32
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Containment Metric

• Similarity of children sets

▸ The children set of a tuple T includes all tuples referencing T from other 
relations by means of a foreign key.
! Children sets CS

▸ Foreign-key containment metric (fkcm) measures at what extent the children 
set of a tuple T is covered by the children set of a tuple T’.
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Containment Metric
▸ Combining  tcm and fkcm:

− Both tcm and fkcm are assigned an IDF weight.
− Use of a classification function:

pos(x) = 1    if x > 0, 
              -1  otherwise

− Threshold for tcm: s1
− Threshold for fkcm:  s2
− Classification of pairwise comparison between T and T‘ using

− If final result equals 1, then duplicate, otherwise non-duplicate.

34
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Containment Metric
Example

ID Actor Film

S1 Al Pacino F1

S2 Al Pacino F2

S3 Marlon Brando F2

ID Name Year Rating

F1 The Godfather 1972 9.2/10
F2 Gottvatter, The 72
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Containment Metric
Example

ID Actor Film

S1 Al Pacino F1

S2 Al Pacino F2

S3 Marlon Brando F2

ID Name Year Rating

F1 The Godfather 1972 9.2/10
F2 Gottvatter, The 72

1. Token sets:
TS(F1) = {The, Godfather, 1972, 9.2/10}
TS(F2) = {Gottvatter, The, 72}

2. Attribute similarities
The = The, Godfather = Gottvatter, 
1972 = 72.

3. Weights
For simplification, we assume all tokens 
have equal weight. 

4. Token containment metric 
tcm(F1,F2) = ¾, tcm(F2,F1) = 1
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fkcm(F1,F2) = 1, fkcm(F2,F1) = ½ 

6. Combination of both metrics 
(s1 = s2 = 0.5, weights = 1)
pos( pos(3/4 - 0.5) + pos(1 - 0.5) = 1 
→ F1 and F2 duplicates 35
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duplicate probability through a Bayesian Network [LCW07]).
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Top-down 
[WN04]

Bottom-up 
[PWN06]

Relationship-aware [ICDE06]

Hierarchy represents 1:N 
relationships between 
candidate entities.

Hierarchy represents candidate 
entities that can be in M:N 
relationship.

Edges represent all kinds of 
relationships

Prune comparisons of               
descendants that do not have 
same or similar ancestors. 

Sorted neighborhood method 
applied to every candidate type.

Pairs can be compared more 
than once
! reduce recomparisons

O( |T1|2+|T2|2+…+
|Tn|2 )

O( |T1| log|T1|+… +
|Tn| log|Tn| )

O( |T
|Tn|

Similarity measures

• Consider attribute
values (text value 
data)

• Consider similarity of
children sets
(referencing tuples or
child XML elements)

Hierarchical Entity Resolution
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Graph Data

• In the most general case, data not only form a tree, but a graph
▸ LOD graph
▸ General relational schema
▸ Domain-knowledge about entity relationships
▸ ...

• In graph data, there is no clear order of comparisons (top down, bottom-up?)
• Several algorithms for Entity Resolution in Graph Data have been proposed 

[DHM05, WN06, BG07, ...].
• Many of them conform to a general framework [HNST12]
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].

Domain expert knowledge specification
Entity-pair queue initialization
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].

Domain expert knowledge specification
Entity-pair queue initialization
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].

Domain expert knowledge specification
Entity-pair queue initialization

Get next pair 
in queue

Apply similarity 
measure
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].

Domain expert knowledge specification
Entity-pair queue initialization

Get next pair 
in queue

Apply similarity 
measure

Update pair 
queue

Entity Resolution | Melanie Herschel | Université Paris Sud - Inria Saclay | WOD 2013 | May 31, 2013

Domain Expert Knowledge Specification

44

m1

t1

a1 a2

m1’’

t3

a1’’ a3

m1’

t2

a1’ a3a2’

Brad Pitt Eric Bana

Troy

Brad Pit Erik Bana Brian Cox Brian CoxPrad Pitt

Troja The Illiad Project



Entity Resolution | Melanie Herschel | Université Paris Sud - Inria Saclay | WOD 2013 | May 31, 2013

Graph Entity Resolution Framework

43

IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING, MANUSCRIPTID 3

Definition 2 (Duplicate classification) Given a similarity
measure sim and a threshold θ, we classify c and c′ as
duplicates if sim(c, c′) > θ, and as non-duplicates otherwise.

Intuitively, sim considers both object descriptions and in-
fluencing candidate pairs in its computation.

Definition 3 (Object description) Let AT be a set of at-
tribute names for candidates of type T . Then, ODα(c) defines
the attribute values of an attribute named α ∈ AT that are part
of c’s object description OD. The complete OD of a candidate
c ∈ CT is given by OD(c) = {(α, v)|α ∈ AT ∧v ∈ ODα(c)}.
When the attribute name α is clear from the context, we write
(v) instead of (α, v) for brevity.

Example 2 A candidate of type actor is described by only its
name, hence OD(a1) = ODName(a1) = {(Brad Pitt)}.

Definition 4 (Influencing & Dependent Candidates.) The
set of influencing candidates I(c) of a candidate c is a set
of candidates different from c whose similarity (or duplicate
status) to other candidates affects the similarity of c to
other candidates (see Def. 5 for the definition of the other
candidates). Analogously, dependent candidates of c are
candidates different from c whose similarity is influenced by
c, i.e., D(c) = {c′|c ∈ I(c′)}.

Placing candidates into I(c) and D(c) is for instance based
on foreign key constraints or domain knowledge provided by
a domain expert. It reflects the graph structure of the data.

Example 3 Fig. 2 shows I(m1) = {a1, a2, t1} and D(m1) =
{t1}. Similarly, I(m1”) = {a1”, a3’, t3} and D(m1”) = {t3}.

Influencing and dependent candidate pairs of two candidates
are obtained by forming the cross product between their
respective influencing and dependent candidates of same type.

Definition 5 (Influencing & Dependent Candidate Pairs.)
The influencing candidate pairs of some candidate pair (c, c′)
are defined as I(c, c′) = {(i, i′) ∈ I(c) × I(c′)|Ti = Ti′}.
Analogously, the dependent candidate pairs of (c, c′) are
D(c, c′) = {(i, i′) ∈ D(c) × D(c′)|Ti = Ti′}.

Example 4 Fig. 2 shows I(m1,m1”) = {(a1, a1”), (a1, a3’),
(a2, a1”), (a2, a3’), (t1, t3)}, and D(m1,m1”) = {(t1, t3)}.

3.2 Components of Unified DDG

Iterative Phase

Initialization

Retrieval Classification Update

all candidate pairs
have been classified

else

Fig. 3. General DDG workflow

We observe that algo-
rithms for iterative DDG
have in common that
(i) they consider data as
a graph, (ii) they perform
some preprocessing be-
fore candidates are compared to obtain initial similarities and
avoid recurrent computations, and (iii) they compare pairs of
candidates iteratively in an order that possibly changes at every
iteration where a duplicate is found, requiring the maintenance
of a priority queue. Merging or enriching detected duplicates is
also a common technique to increase effectiveness and requires
updating the graph. Based on these observations, we devise the
general DDG framework illustrated in Fig. 3.

Unified GraphModel. Dong et al. [4] use a dependency graph
whose nodes are pairs of candidates ρc = (c1, c2) or pairs of
attribute values ρα = (v1, v2), and an edge between ρc and
ρα exists if v1 is an attribute value of c1 and v2 is an attribute
value of c2. Further edges between candidate pair nodes ρc1

and ρc2
exist if ρc1

is an influencing or dependent pair of
ρc2
. Opposed to that, [22] defines a reference graph, where

nodes do not represent pairs, but candidates, and edges relate
influencing or dependent candidates. Other DDG algorithms
use graphs that basically fall into one of these two categories:
nodes either represent single candidates [5], [10], or pairs [8].
Attribute values are usually treated separately. In the context
of duplicate detection, the dependency graph can be derived
from the reference graph. In general, a dependency graph is
more expressive, but its full expressiveness is not used in DDG.
Hence, our unified graph model for DDG is a reference graph.
Fig. 2 is a reference graph for our movie example.

Definition 6 (Reference graph) A reference graph G =
(VC ,VA, E) consists of a set of candidate nodes VC , a set
of attribute nodes VA, and a set of dependency edges E . A
candidate node Vc ∈ VC exists for every candidate c ∈ C.
Every element of an OD is represented by an attribute node
Vα ∈ VA. A dependency edge (Vc, Vc′) ∈ E is directed from
Vc to Vc′ if c′ ∈ D(c).

Unified DDG Initialization. To detect duplicates, DDG algo-
rithms set up a priority queue PQ where the priority of a
candidate pair is computed according to an algorithm-specific
method (see Sec. 2 for different strategies). Theoretically, all
pairs of candidates in G of equal type are added to PQ.
However, blocking [23] or filtering [15] are commonly used
to significantly reduce the number of pairs entering PQ, thus
avoiding the issue of an otherwise quadratic blowup. Also,
the set of pairs in PQ may change during the iterative phase,
which is especially useful when duplicates get merged.
Also as part of initialization, DDG algorithms have a jump-

start phase, where, e.g., attribute similarities are precomputed
for later use during candidate classification [6] or duplicates
that can be identified with a less complex measure are detected
and not further compared during DDG [4]. Essentially, the
jump-start phase performs precomputations used later on.
Unified Iterative Phase. After initialization, we classify can-
didate pairs as duplicates or non-duplicates in the iterative
phase. Existing algorithms maintain PQ in main-memory. At
every iteration step, the first pair in PQ is retrieved, then
classified using a similarity measure, and finally the classifi-
cation causes some update in PQ or the graph (adding pairs
to PQ, enrichment in [4], duplicate merging and similarity
recomputation in [22]) before the next iteration starts.
In general, PQ has to be reordered whenever a duplicate is

detected to reduce the number of recomparisons, for which [4],
[5], [22] devise different strategies. Reordering is an expensive
task for large priority queues. However, by maintaining the
order in PQ, re-comparisons are potentially avoided, as we
illustrated in Ex. 1. This in turn may positively affect runtime.
For instance, on graphs with high connectivity we observed
runtime savings of up to 40% [24].
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
(e.g., IDF)
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
(e.g., IDF)

Set of similar 
object descriptions
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
(e.g., IDF)

Set of similar 
object descriptions
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
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object descriptions
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.

weight functions 
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object descriptions

Set of similar 
influencing neighbors

Set of different 
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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4.3 Scaling-Up Classification
Classifying a candidate pair requires a similarity computation.
We first present a similarity measure template. We then discuss
how to efficiently compute similarity using hybrid similarity
computation and early classification, methods that can be used
whenever a similarity measure conforms to our template.
4.3.1 Similarity Measure Template
The similarity measure template we propose fits many sim-
ilarity measures used for duplicate detection among several
types of entities. For instance, [4], [6], [15], [21], [22] use
one or more similarity measures that conform to the template.
In the latter case, similarity measures are for instance com-
bined by addition or multiplication. Some similarity measures
are not covered by this template, e.g., [27] or rule-based
classifiers [25]. But we observe that this template fits all
the current measures used for iterative DDG we are aware
of. Overall, we believe that our template is very useful to
application developers as it guides them in designing measures
that consider relationships. Also, conforming to this template
enables the use of the efficient and scalable classification
techniques discussed here.

Definition 7 (Duplicate infl. candidate pairs) Given candi-
dates (c, c′), the set of duplicate influencing candidate pairs
is N≈ip(c, c′) := {(i, i′) ∈ I(c, c′)|i, i′ are duplicates}.

Definition 8 (Non-dup. infl. candidates) Denoting an empty
entry by ⊥, the set of non-duplicate influencing candidates is

N #=ip(c, c′):={(i,⊥)|i ∈ I(c) ∧ i has no dups in I(c′)}
∪ {(⊥, i′)|i′ ∈ I(c′) ∧ i′ has no dups in I(c)}

Both definitions assume that we know whether i and i′

are duplicates or not. This knowledge is acquired during the
iterative phase and causes the similarity to increase.

Example 5 Assuming duplicate actor and title candidates
have been detected, N≈ip(m1,m1”) = {(a1, a1”)}, and
N #=ip(m1,m1”) = {(a2,⊥), (t1,⊥), (⊥, a3’), (⊥, t3)}.

We further introduce a weight function wip(S), which
captures the relevance of a set S of candidate pairs. This
function has properties that allow incremental computation
and that guarantee that the similarity function monotonously
increases. In practice, count or variations of the inverse docu-
ment frequency are used as weight function.
We make analogous definitions to compute N≈od, N #=od, and

wod(S) for ODs. Opposed to duplicates in N≈ip that are
detected using the similarity measure used for classification
(i.e., sim), duplicate ODs inN≈od are detected with a secondary
similarity distance, e.g., edit-distance. As it does not vary
during the iterative phase, it can be precomputed.

Example 6 Movies have no OD attributes, so N≈od(m1,m1”) =
N #=od(m1,m1”) = ∅. Considering title candidates t1 and t2, we
have N≈od(t1, t2) = ∅ and N #=od(t1, t’2) = {(Troy,⊥), (⊥, Troja)}.

Definition 9 (Similarity measure template) The template,
where all operands are optional, is defined as:

sim(c, c′) =
wod(N≈od) + wip(N≈ip)

wod(N≈od) + wip(N≈ip) + wod(N
#=
od) + wip(N #=ip)

Algorithm 1: Hybrid OD similarity computation
D: set of duplicate descriptions, initially empty;
N : set of non-duplicate descriptions, initially empty;
foreach tuple 〈v1, v2, w〉 returned by Q1 do

D := D ∪ {((v1, v2), w)} ;
foreach tuple 〈v, w〉 returned by Q2 do

if {(v1, v2)|((v1, v2), ∗) ∈ D ∧ (v1 = v ∨ v2 = v)} = ∅
then

N := N ∪ {((v,⊥), w)} ;

Compute aggregate weights wod(D) and wod(N);

When all operands in the denominator are not used, sim
returns the result of the nominator, thus covering similarity
measures that consider only shared information (N≈ip or N≈od).
We omitted the parameters c and c′ for brevity.

Example 7 sim(m1,m1”) = 0+1
0+1+0+4 = 0.2, when using

count() as weight function.

A more practical similarity measure that combines two
measures that comply to our template is used by RC-ER [22].
The proposed measure applies to pairs of candidate clusters
instead of candidate pairs, but assuming these clusters are
merged to a single candidate, our template still applies to this
scenario. The similarity measure is defined as

sim(ζ, ζ′) = (1 − k) × simatt(ζ, ζ′) + k × simgraph(ζ, ζ′)

where k is a constant, ζ and ζ′ are the compared sets of
candidates (now merged), simatt computes the similarity of
ODs, and simgraph computes the similarity of influencing
candidate sets. For simatt, [22] proposes to use the SoftTFIDF
score [28] as similarity measure. This similarity measure can
be viewed as implementing wod(N≈od(ζ, ζ′)) and the denomi-
nator is not defined. In considering relationships among can-
didates, [22] computes the neighborhood similarity, defined as
|ζ.N∩ζ′.N |
|ζ.N∪ζ′.N | , where ζ.N is the multiset union of the influencing
candidate sets of all candidates within ζ. The neighborhood
similarity complies to our template where wip = 1.

4.3.2 Hybrid Similarity Computation
We now describe a technique, called hybrid similarity compu-
tation, to compute a similarity that conforms to our template.
Note that we focus the discussion on ODs and make some
remarks concerning influencing candidate pairs.
In the hybrid version of OD weight computation, we use

two SQL queries Q1 and Q2. Q1 determines the set of similar
OD attribute pairs with their weight. Q2 determines the set of
all OD attributes defined as OD(c) ∪ OD(c′).
To determine the difference of ODs, we then check whether

an attribute value returned by Q2 is in the set of similar
attribute values. This check is performed outside the database
in an external program, as well as weight aggregation. Alg. 1
describes the steps the external program performs.

Example 8 When comparing the ODs of (a1, a1’), Q1 re-
turns similar value pairs, which are added to D. Hence,
D = {((Brad Pitt, Brad Pit), 1.0)}. Q2 returns {(Brad Pitt, 1.0),
(Brad Pit, 1.0)}. Because both OD values are part of a similar
pair in D, N = ∅.
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Entity Pair Queue to Manage Comparison Order

• Queue maintenance necessary whenever a duplicate is found.

• In general, goal of maintaining the priority queue is to reduce the number 
of re-comparisons.

• Different strategies

• Based on heuristics (degree of nodes in graph) [WN06]

• Based on calculation of (approximate) similarities [BG07]. 

• Based on different edge types (FIFO, LIFO) [DHM05]

• Lazy maintenance [HNST12]
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Graph Entity Resolution
Scalability

• Interaction with a RDBMS [HNST12]
• For each pair

• Retrieve - Identify next pair and fetch necessary information 
from DB

• Classify - Compute similarity using SQL queries
• Update - Reflect classification result in DB

• Guarantees that the comparison order is always the same as for 
the in-memory version of the algorithm

• But too much DB communication!
• Improvement 1: Batched processing
• Improvement 2: Parallelization

• Graph Entity Resolution in the Cloud / on Map/Reduce [BNMW12, 
KTR12]
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Relational ER Hierarchical ER Graph ER

Similarity Measures:
• Cosine similarity
• Jaro & Jaro Winkler

Sorted Neighborhood:
• Effective
• Efficient
• Scalable

Similarity Measures:
• Containment 

Metric

Comparison Orders:
• Top-Down (1:N)
• Bottom-Up (M:N)

Similarity Measure:
• Template
• Expert knowledge

Comparison Order:
• PQ maintenance
• Reduce number 

of re-comparisons
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Quality in Databases
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• Entity Resolution necessary to improve Data Quality.

• Value of data often based on transforming / aggregating / analysing data.

• This means complex data transformations (queries, workflows, ETL, ...).

• So what about Transformation Quality?




