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Stages of Data Integration
Ô Four stages in data integration : Data models unification; 

Schema mapping; Entity resolution including entity matching; 
Data fusion

Ô Problems : semantic preserving mappings of the 
heterogeneous data models;  semantics of the sources: (e.g., 
conflicts ðnaming, representation, identity (representing the 
same real world entity), é); evolution of the  autonomic source 
schemas;  automatic schema mapping (ontology based); 
providing  completeness, conciseness (uniqueness of entity 
representations), correctness of the integrated data, é

Ô Schema mapping approaches : GAV, LAV, GLAV (GAV is not 
scalable for large applications, LAV scales better)

Ô Virtual vs Materialized Integration

Ô In the course we follow the ETL integration flow for the 
materialized data integration in the Hadoop infrastructure 
(though usually the methods and algorithms considered are 
reusable also for the general case including virtual (mediation 
based ) integration )



Materialized vs Virtual Data 

Integration



Traditional ETL



Why we need structure?

ÔBig Data are unstructured (80% of all data)

ÔMost social -web data are unstructured

ÔEmail

Ô Instant messages

ÔTweets

ÔBlogs

ÔForums

ÔBusiness analytics oriented on structured data

ÔOLAP

ÔData mining

Ô If we want to use unstructured data, we need to 

structure it



Database integration
Ô Information integration started with database 

integration, which has been studied in the database 
community since the early 1980s. 

Ô Fundamental problem : schema matching , which takes 
two (or more) database schemas to produce a 
mapping between elements (tables or attributes ) of the 
two (or more) schemas that correspond semantically to 
each other. 

Ô Objective : merge the schemas into a single global 
schema. 



What is òBig DataIntegration?ó

Ô Big data integration = Big data + data integration

Ô Data integration: easy access to multiple data sources

Ô Virtual: mediated schema, query redirection, link + fuse answers

ÔWarehouse : materialized data, easy querying, consistency 

issues

Ô Big data in the context of data integration: still about the Võs 

Ô Size: large volume of sources, changing at high velocity

Ô Complexity: huge variety of sources, of questionable veracity



Why Do We Need òBig Data 

Integration?ó
Ô Building web -scale knowledge bases

Google knowledge graph

MSR knowledge base

A Little Knowledge Goes a Long Way.



Why Do We Need òBig Data 

Integration?ó
Ô Reasoning over linked data



Why Do We Need òBig Data 

Integration?ó
Ô Geo -spatial data fusion

http:// axiomamuse.wordpress.com /2011/04/18/



Conceptual 

Modeling



General Idea

ÔThe problem:

ÔThe conceptual part of the definition of ETL 

process in the early stages of a DW project 

ÔThe key idea:

ÔThe mapping of the attributes and tables of 

the data sources to the attributes and tables 

of  DW 



Extract -Transform-Load (ETL)

Sources Datastagingarea(DSA) DW

Extract Transform

& Clean

Load



Conceptual Modeling 

Motivation
Ô Practical necessity

Ôe.g., 80% of the development time in a DW project

Ô In-house development, ad -hoc solutions

Ô Lack of related work

ÔThe front end of the DW has monopolized the research 

on the conceptual part of DW modeling

Thus, the design, development and deployment 

of ETL processes, needs modeling, design and 

methodological foundations



Conceptual Model 

ÔEntities of our model:

ÔConcepts

ÔAttributes

ÔPart-of Relationships

ÔTransformations

ÔSerial Composition of Transformations

ÔProvider Relationships

ÔNotes

ÔETL Constraints

ÔCandidate Relationships



Conceptual Model

attribute

ÔConcepts

Ôa name, finite set of attributes

Ô represent an entity in the source 

database or in the DW

ÔAttributes

Ôsame role as in ER/dimensional models

Ôa granular module of information

concept



Conceptual Model
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Instantiation & Specialization 
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BigData

Introduction



ȼɚɝɞ ɚɍɦɑɘɌ ɔ 

ɜɌɓəɚɚɍɜɌɓɔɫ ɐɌəəɧɡ

Á ȴəɞɑɜəɑɞ: web logs, facebook , twitter, maps, blogs, etc.

Á ɀɔəɌəɝɧ: ɌəɌɗɔɓɐɌəəɧɡɍɚɗɨɤɚɏɚɚɍɦɑɘɌɐɗɫɎɧɫɎɗɑəɔɫ

ɞɑəɐɑəɢɔɕɔɟɏɗɟɍɗɑəəɚɏɚɛɜɚəɔɖəɚɎɑəɔɫɎɝɚɝɞɚɫəɔɑɐɑɗ

Á ȳɐɜɌɎɚɚɡɜɌəɑəɔɑ: ɚɏɜɚɘəɧɑɐɌəəɧɑɚɛɌɢɔɑəɞɌɡ,ɗɑɖɌɜɝɞɎɌɡ

ɔɝɛɚɝɚɍɌɡɗɑɣɑəɔɫ

Á ȮɝɑɗɑəəɌɫ: ɞɑɗɑɝɖɚɛɁɌɍɍɗɌɚɍəɌɜɟɒɔɎɌɑɞɘəɚɏɔɑɝɚɞəɔ

ɏɌɗɌɖɞɔɖ,ɖɌɒɐɌɫɝɘɔɗɗɔɌɜɐɌɘɔɓɎɑɓɐ

Á ȭɔɚɔəɠɚɜɘɌɞɔɖɌ:ɚɞɐɌəəɧɡɚ3.3 ɘɗɜɐ. ɚɝəɚɎɌəɔɕəɟɖɗɑɔəɚɎɧɡ

ɖɔɝɗɚɞɎ ɏɑəɚɘɑɣɑɗɚɎɑɖɌɐɚɚɏɜɚɘəɚɏɚɣɔɝɗɌɛɜɚɞɑɔəɚɎɧɡ

ɛɚɝɗɑɐɚɎɌɞɑɗɨəɚɝɞɑɕɔɌəɌɗɔɓɌɔɡɛɚɎɑɐɑəɔɫ

Á ȭɔɍɗɔɚɞɑɖɔ: Ɏɝɑɏɚ20 ɞɑɜɌɍɌɕɞɞɑɖɝɞɚɎɧɡɐɌəəɧɡɝɚɐɑɜɒɔɞɝɫɎ

ȭɔɍɗɔɚɞɑɖɑȶɚəɏɜɑɝɝɌȽɄȬ (130 ɘɗə. ɑɐɔəɔɢɡɜɌəɑəɔɫ(ɖəɔɏɔ,

ɠɚɞɚ,ɖɌɜɞɧɔɐɜ.)



ȼɚɝɞ ɢɔɠɜɚɎɧɡ ɐɌəəɧɡ ɔ 

ɐɚɝɞɟɛəɚɕ ɛɌɘɫɞɔ



ȽɞɌɞɔɝɞɔɖɌ ɚɍɦɑɘɌ ɐɌəəɧɡ
Ô ȶɌɒɐɧɕ ɐɑəɨ Ɏ ɘɔɜɑ ɛɜɚɔɓɎɚɐɔɞɝɫ 2,5 ɖɎɔəɞɔɗɨɚəɌ (1018) ɍɌɕɞɚɎ ɐɌəəɧɡ. 90% 

ɐɌəəɧɡ ɝɚɓɐɌəɧ ɓɌ ɛɚɝɗɑɐəɔɑ ɐɎɌ ɏɚɐɌ. 

Ô ȶɌɒɐɧɕ ɣɌɝ Wal -Mart ɝɚɎɑɜɤɌɑɞ 1 ɘɔɗɗɔɚə ɝɐɑɗɚɖ, ɛɚɛɚɗəɫɫ ɍɌɓɟ ɐɌəəɧɡ 

əɌ 2,5 ɛɑɞɌɍɌɕɞɌ (1015)- Ɏ 170 ɜɌɓ ɍɚɗɨɤɑ ɚɍɦɑɘɌ ɐɌəəɧɡ ȭɔɍɗɔɚɞɑɖɔ 

ȶɚəɏɜɑɝɝɌ ȽɄȬ. 

Ô Ⱥɍɦɑɘ ɚɞɛɜɌɎɗɑəɔɕ, ɐɚɝɞɌɎɗɫɑɘɧɡ ɌɘɑɜɔɖɌəɝɖɚɕ ȻɚɣɞɚɎɚɕ ɝɗɟɒɍɚɕ ɓɌ 

ɚɐɔə ɏɚɐ, ɜɌɎɑə 5 ɛɑɞɌɍɌɕɞɌɘ, Ɍ Google ɚɍɜɌɍɌɞɧɎɌɑɞ ɞɌɖɚɕ ɒɑ  ɚɍɦɑɘ 

ɐɌəəɧɡ Ɏɝɑɏɚ ɓɌ ɚɐɔə ɣɌɝ. 

Ô ȽɟɘɘɌɜəɧɕ ɚɍɦɑɘ Ɏɝɑɕ ɝɟɥɑɝɞɎɟɪɥɑɕ əɌ ɓɑɘɗɑ ɔəɠɚɜɘɌɢɔɔ 

ɝɚɝɞɌɎɗɫɑɞ əɑɝɖɚɗɨɖɚ ɍɚɗɨɤɑ ɚɐəɚɏɚ ɓɑɞɞɌɍɌɕɞɌ(1021).

Ô ȭɔɓəɑɝɟ Ɏɚ Ɏɝɑɘ ɘɔɜɑ əɑɚɍɡɚɐɔɘɚ ɝɚɍɜɌɞɨ, ɚɜɏɌəɔɓɚɎɌɞɨ, 

ɛɜɚɌəɌɗɔɓɔɜɚɎɌɞɨ Ɏɝɑ ɩɞɔ ɐɌəəɧɑ ɐɗɫ ɐɚɝɞɔɒɑəɔɫ ɖɚəɖɟɜɑəɞəɧɡ 

ɛɜɑɔɘɟɥɑɝɞɎ Ɏ ɖɚəɖɜɑɞəɚɕ ɝɠɑɜɑ ɜɧəɖɌ, ɜɌɓɎɔɞɔɫ ɍɚɗɑɑ ɩɠɠɑɖɞɔɎəɧɡ 

ɐɑɗɚɎɧɡ ɚɛɑɜɌɢɔɕ, ɟɎɑɗɔɣɑəɔɫ ɟɐɚɎɗɑɞɎɚɜɑəɔɫ ɓɌɛɜɚɝɚɎ ɛɚɞɜɑɍɔɞɑɗɑɕ, 

ɎɧɫɎɗɑəɔɫ əɚɎɧɡ Ɏɚɓɘɚɒəɚɝɞɑɕ 



ȴɝɞɚɣəɔɖɔ ɍɚɗɨɤɔɡ ɐɌəəɧɡ

Ô ȽɚɢɔɌɗɨəɧɑ ɝɑɞɔ 

Ô ȰɌəəɧɑ ɚɞ ɔɓɘɑɜɔɞɑɗɨəɧɡ ɟɝɞɜɚɕɝɞɎ

Ô ȲɟɜəɌɗɧ ɐɚɝɞɟɛɌ ɛɚɗɨɓɚɎɌɞɑɗɑɕ Ɏɑɍ-ɝɌɕɞɚɎ

Ô Ƚɑəɝɚɜəɧɑ ɝɑɞɔ

Ô Ⱦɑɖɝɞɧ ɔ ɐɚɖɟɘɑəɞɧ ɔɓ ȴəɞɑɜəɑɞɌ (Ȯɑɍ)

Ô ȹɌɟɣəɧɑ ɐɌəəɧɑ (Ɍɝɞɜɚəɚɘɔɫ, ɏɑəɚɘ ɣɑɗɚɎɑɖɌ, ɔɝɝɗɑɐɚɎɌəɔɫ 

Ɍɞɘɚɝɠɑɜɧ, ɍɔɚɡɔɘɔɫ, ɍɔɚɗɚɏɔɫ)

Ô ȰɌəəɧɑ ɚɍɚɜɚəəɚɏɚ ɡɌɜɌɖɞɑɜɌ

Ô ȸɑɐɔɢɔəɝɖɔɑ ɐɌəəɧɑ

Ô ɀɚɞɚ- ɔ Ɏɔɐɑɚ-ɌɜɡɔɎɧ

Ô ȰɌəəɧɑ ɩɗɑɖɞɜɚəəɚɕ ɖɚɘɘɑɜɢɔɔ

Ô é



Big data ɞɑɜɘɔəɚɗɚɏɔɫ



3v - Big data 

ÁȽɖɚɜɚɝɞɨ: ɜɑɌɖɢɔɫ əɌ ɞɑɖɟɥɟɪ 
ɔəɠɚɜɘɌɢɔɪ ɓɌ Ɏɜɑɘɫ, 
ɚɏɜɌəɔɣɑəəɚɑ ɛɜɔɗɚɒɑəɔɑɘ; 
ɛɚɞɚɖɚɎɌɫ ɚɍɜɌɍɚɞɖɌ (əɌɛɜɔɘɑɜ, 
GPS ɐɌəəɧɡ Ɏ ɜɑɌɗɨəɚɘ Ɏɜɑɘɑəɔ). 
Ȼɜɔɗɚɒɑəɔɫ: ɩɗɑɖɞɜɚəəɌɫ ɞɚɜɏɚɎɗɫ, 
ɜɌɓɘɑɥɑəɔɑ əɌ Web ɝɞɜɌəɔɢɌɡ Ɏ 
ɜɑɌɗɨəɚɘ Ɏɜɑɘɑəɔ, ɚɛɜɑɐɑɗɑəɔɑ 
əɌɘɑɜɑəɔɕ ɛɚɗɨɓɚɎɌɞɑɗɑɕ Ɏ 
ɜɑɌɗɨəɚɘ Ɏɜɑɘɑəɔ, ɘɚɍɔɗɨəɧɑ 
ɝɚɢɔɌɗɨəɧɑ ɝɑɞɔ

ÁȺɍɦɬɘ: ɚɞəɚɝɔɞɝɫ ɖ əɌɍɚɜɌɘ ɐɌəəɧɡ, ɜɌɓɘɑɜ ɖɚɞɚɜɧɡ Ɏɧɡɚɐɔɞ ɓɌ ɛɜɑɐɑɗɧ 
Ɏɚɓɘɚɒəɚɝɞɑɕ ɛɜɚɏɜɌɘɘəɧɡ ɝɜɑɐɝɞɎ ɞɔɛɔɣəɚɕ ɍɌɓɧ ɐɌəəɧɡ ɝɚɍɔɜɌɞɨ, 
ɡɜɌəɔɞɨ, ɚɍɜɌɍɌɞɧɎɌɞɨ ɔ ɌəɌɗɔɓɔɜɚɎɌɞɨ ɐɌəəɧɑ 

ÁȼɌɓəɚɚɍɜɌɓɔɑ: ɝɛɚɝɚɍəɚɝɞɨ ɚɍɜɌɍɚɞɖɔ ɘəɚɒɑɝɞɎɌ ɞɔɛɚɎ, ɔɝɞɚɣəɔɖɚɎ ɔ 
ɠɚɜɘɌɞɚɎ ɐɌəəɧɡ ɚɞ ɝɑəɝɚɜɚɎ, ɟɘəɧɡ ɟɝɞɜɚɕɝɞɎ, ɝɚɢɔɌɗɨəɧɡ ɝɑɞɑɕ. 
ȴəɞɑɏɜɔɜɚɎɌɞɨ Ɏɝɑ ɍɚɗɨɤɑɑ ɣɔɝɗɚ ɔɝɞɚɣəɔɖɚɎ, ɝɚɐɑɜɒɌɥɔɡ ɜɌɓɗɔɣəɧɑ 
ɐɌəəɧɑ (ɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɑ əɌɜɫɐɟ ɝ ɝɧɜɧɘɔ, ɝɗɌɍɚɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɘɔ, 
əɑɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɘɔ ɐɌəəɧɘɔ, ɔɓɎɗɑɖɌɑɘɧɘɔ ɔɓ  web - ɝɞɜɌəɔɢ, web log
ɠɌɕɗɚɎ, e-mails, ɐɚɖɟɘɑəɞɚɎ ɔ ɐɜ.)



4V,5V - BiGdata



Ȼɜɔɘɑɜɧ ɚɍɗɌɝɞɑɕ 

ɛɜɔɘɑəɑəɔɫ Big Data
Á ȽɚɢɔɌɗɨəɧɑɔɏɟɘɌəɔɞɌɜəɧɑəɌɟɖɔ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: ȬəɞɔɛɜɑɝɞɟɛəɌɫ
ɔɌəɞɔɖɚɜɜɟɛɢɔɚəəɌɫɚɍɝɑɜɎɌɞɚɜɔɫ)

Á ȹɌɟɖɔɚɍɚɖɜɟɒɌɪɥɑɕɝɜɑɐɑ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: Ƚɑɕɝɘɚɗɚɏɔɣɑɝɖɔɑ
ɛɜɚɍɗɑɘɧɐɗɫɛɚəɔɘɌəɔɫɐɔəɌɘɔɖɔȳɑɘɗɔɎɜɌɘɖɌɡȻɌə-ȱɎɜɚɛɑɕɝɖɚɕ

ɔəɠɜɌɝɞɜɟɖɞɟɜɧɟɛɜɌɎɗɑəɔɫɚɖɑɌəɔɣɑɝɖɔɘɔɐɌəəɧɘɔ)

Á ȭɔɚɘɑɐɔɢɔəɝɖɔɑəɌɟɖɔ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: ȼɌɝɛɜɑɐɑɗɑəəɚɑɡɜɌəɑəɔɑɔ
ɌəɌɗɔɓɍɚɗɨɤɔɡɘəɚɏɚɘɑɜəɧɡɐɌəəɧɡɚɍɩəɢɑɠɌɗɚɏɜɌɘɘɌɡəɌɚɝəɚɎɑ

Hadoop ɔHbase )

Á ȸɌɞɑɜɔɌɗɚɎɑɐɑəɔɑ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: Qnano ð ȻɌə-ȱɎɜɚɛɑɕɝɖɌɫ
ɔəɠɜɌɝɞɜɟɖɞɟɜɌɐɗɫɚɢɑəɖɔɖɌɣɑɝɞɎɌɛɜɔɞɑɝɞɔɜɚɎɌəɔɔəɌəɚɘɌɞɑɜɔɌɗɚɎ)

Á ɀɔɓɔɣɑɝɖɔɑəɌɟɖɔ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: LHC ð ɖɚɘɛɗɑɖɝȭɚɗɨɤɚɏɚ
ȬɐɜɚəəɚɏɚȶɚɗɗɌɕɐɑɜɌ)

Á E-ȴəɠɜɌɝɞɜɟɖɞɟɜɧ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: ȺɍɜɌɍɚɞɖɌɞɜɌɑɖɞɚɜəɧɡ
ɝɑəɝɚɜəɧɡɐɌəəɧɡɛɜɔɛɚɘɚɥɔMapReduce )

Á ɉəɑɜɏɑɞɔɖɌ(ɛɜɔɘɑɜɛɜɚɑɖɞɌ: RIEEB ð ȴɝɝɗɑɐɚɎɌɞɑɗɨɝɖɔɑ
ɔəɠɜɌɝɞɜɟɖɞɟɜɧɐɗɫɩɠɠɑɖɞɔɎəɚɏɚɔɝɛɚɗɨɓɚɎɌəɔɫɩəɑɜɏɔɔɎɓɐɌəɔɫɡ)



Ȯəɑɐɜɑəɔɑ



Ȼɜɔɘɑɜɧ

Ô ȼɌɝɤɔɠɜɚɎɖɌ ɏɑəɚɘɌ ɣɑɗɚɎɑɖɌ ɓɌəɫɗɌ 10 ɗɑɞ. Ⱦɑɛɑɜɨ ɩɞɚ 

ɘɚɒəɚ ɝɐɑɗɌɞɨ ɓɌ 1 əɑɐɑɗɪ.

Ô ȻɜɚɌəɌɗɔɓɔɜɚɎɌɎ ɜɑɓɟɗɨɞɌɞɧ ɓɌɛɜɚɝɚɎ Google , ɟɣɑəɧɑ 

ɚɍəɌɜɟɒɔɗɔ, ɣɞɚ Ɏ ɜɌɓɎɔɞɧɡ ɝɞɜɌəɌɡ ɗɪɐɔ ɣɌɥɑ ɔəɞɑɜɑɝɟɪɞɝɫ 

ɍɟɐɟɥɔɘ, ɣɑɘ ɛɜɚɤɗɧɘ.

Ô ȻɜɌɎɔɞɑɗɨɝɞɎɚ ȭ. ȺɍɌɘɧ ɜɌɓɎɑɜəɟɗɚ 84 ɛɜɚɏɜɌɘɘɧ ɚɍɜɌɍɚɞɖɔ 

ɍɚɗɨɤɔɡ ɐɌəəɧɡ. Ȼɚ ɚɢɑəɖɑ ɛɚɗɔɞɔɖɚɎ ɜɑɓɟɗɨɞɌɞɧ ɩɞɔɡ 

ɛɜɚɏɜɌɘɘ ɛɚɘɚɏɗɔ ȭ. ȺɍɌɘɑ ɛɚɍɑɐɔɞɨ əɌ ɎɧɍɚɜɌɡ Ɏ 2012 ɏ.

Ô ȼɌɓɘɑɜ ɍɌɓɧ ɐɌəəɧɡ NASA ɜɑɓɟɗɨɞɌɞɚɎ əɌɍɗɪɐɑəɔɫ ɓɌ 

ɖɗɔɘɌɞɚɘ ɓɌəɔɘɌɑɞ 32 ɛɑɏɌɍɌɕɞɔ ɚɍɜɌɍɌɞɧɎɌɑɞɝɫ əɌ 

ɝɟɛɑɜɖɚɘɛɨɪɞɑɜəɚɘ ɖɗɌɝɞɑɜɑ.

Ô Ȯ 2005 ɏ. ɍɌɓɧ ɐɌəəɧɡ Amazon.com ɝɚɝɞɌɎɗɫɗɔ ɚɖɚɗɚ 8 Tɍ

Ô Walmart ɚɝɟɥɑɝɞɎɗɫɑɞ ɍɚɗɑɑ 1 ɘɗə. ɞɜɌəɓɌɖɢɔɕ ɖɌɒɐɧɕ ɣɌɝ. 

ȭɌɓɌ ɐɌəəɧɡ ɝɚɐɑɜɒɔɞ 2.5 ɛɑɏɌɍɌɕɞ, ɣɞɚ ɛɚ ɚɍɦɑɘɟ Ɏ 167 ɜɌɓ 

ɍɚɗɨɤɑ ɚɍɦɑɘɌ ɍɔɍɗɔɚɞɑɖɔ ȶɚəɏɜɑɝɝɌ ȽɄȬ.

Ô ȭɌɓɌ ɐɌəəɧɡ Facebook ɝɚɐɑɜɒɔɞ 50 ɘɗɜɐ. ɠɚɞɚɏɜɌɠɔɕ.



Big Data Analysis Example: 

Product arrangement
Ô How does location tracking work?

Ô Recognize the dead zone



Facebook



IBM Watson

Ô Ȯ ɠɑɎɜɌɗɑ 2011 ɏɚɐɌ ɐɗɫ ɛɜɚɎɑɜɖɔ Ɏɚɓɘɚɒəɚɝɞɑɕ ȿɚɞɝɚəɌ ɚə 

ɛɜɔəɫɗ ɟɣɌɝɞɔɑ Ɏ ɞɑɗɑɤɚɟJeopardy ! (ɜɚɝɝɔɕɝɖɔɕ ɌəɌɗɚɏñ

ȽɎɚɫ ɔɏɜɌ)[3]. ȱɏɚ ɝɚɛɑɜəɔɖɌɘɔ ɍɧɗɔ ȭɜɩɐȼɌɞɞɑɜñ

ɚɍɗɌɐɌɞɑɗɨ ɝɌɘɚɏɚ ɍɚɗɨɤɚɏɚ ɎɧɔɏɜɧɤɌ Ɏ ɛɜɚɏɜɌɘɘɑ, ɔ ȶɑə 

Ȱɒɑəəɔəɏɝñɜɑɖɚɜɐɝɘɑə ɛɚ ɐɗɔɞɑɗɨəɚɝɞɔ ɍɑɝɛɜɚɔɏɜɧɤəɚɕ 

ɝɑɜɔɔ. ȿɚɞɝɚə ɚɐɑɜɒɌɗ ɛɚɍɑɐɟ, ɛɚɗɟɣɔɎ 1 ɘɔɗɗɔɚə ɐɚɗɗɌɜɚɎ, 

Ɏ ɞɚ Ɏɜɑɘɫ, ɖɌɖ Ȱɒɑəəɔəɏɝ ɔ ȼɌɞɞɑɜɛɚɗɟɣɔɗɔ, ɝɚɚɞɎɑɞɝɞɎɑəəɚ, 

ɛɚ 300 ɔ 200 ɞɧɝɫɣ.

Ô ȿɚɞɝɚəɝɚɝɞɚɔɞɔɓ90 ɝɑɜɎɑɜɚɎPower 7 750, ɖɌɒɐɧɕɔɓɖɚɞɚɜɧɡ

ɝɚɐɑɜɒɔɞɛɚ 4 ɎɚɝɨɘɔɫɐɑɜəɧɡɛɜɚɢɑɝɝɚɜɌPOWER7.

ȽɟɘɘɌɜəɌɫɚɛɑɜɌɞɔɎəɌɫɛɌɘɫɞɨȿɚɞɝɚəɌɍɚɗɑɑ15 ɞɑɜɌɍɌɕɞ.

Ô ȽɔɝɞɑɘɌ ɔɘɑɗɌ ɐɚɝɞɟɛ ɖ 200 ɘɔɗɗɔɚəɌɘ ɝɞɜɌəɔɢ 

ɝɞɜɟɖɞɟɜɔɜɚɎɌəəɚɕ ɔ əɑɝɞɜɟɖɞɟɜɔɜɚɎɌəəɚɕ ɔəɠɚɜɘɌɢɔɔ 

ɚɍɦɑɘɚɘ Ɏ 4 ɞɑɜɌɍɌɕɞɌ,[4] ɎɖɗɪɣɌɫ ɛɚɗəɧɕ ɞɑɖɝɞȮɔɖɔɛɑɐɔɔ. Ȯɚ 
Ɏɜɑɘɫ ɔɏɜɧ ȿɚɞɝɚə əɑ ɔɘɑɗ ɐɚɝɞɟɛɌ ɖ ɔəɞɑɜəɑɞɟ.

http://ru.wikipedia.org/wiki/Jeopardy!
http://ru.wikipedia.org/wiki/%D0%A1%D0%B2%D0%BE%D1%8F_%D0%B8%D0%B3%D1%80%D0%B0
http://ru.wikipedia.org/wiki/IBM_Watson#cite_note-3
http://ru.wikipedia.org/wiki/POWER7
http://ru.wikipedia.org/wiki/%D0%A2%D0%B5%D1%80%D0%B0%D0%B1%D0%B0%D0%B9%D1%82
http://ru.wikipedia.org/wiki/IBM_Watson#cite_note-4
http://ru.wikipedia.org/wiki/%D0%92%D0%B8%D0%BA%D0%B8%D0%BF%D0%B5%D0%B4%D0%B8%D1%8F


IBM Watson Ɏ

ɘɑɐɔɢɔəɑ

Ô ɄɑɝɞɨɩɖɓɑɘɛɗɫɜɚɎIBM Watson ɟɒɑçɞɜɟɐɚɟɝɞɜɚɑəɧèɎɍɚɗɨəɔɢɧȽɄȬ
ɎɖɌɣɑɝɞɎɑɎɜɌɣɑɕ-ɐɔɌɏəɚɝɞɚɎ(əɌəɌɣɌɗɚ2013)

Ô ȳɌɐɎɌɏɚɐɌɟɣɬɍɧWatson ɔɓɟɣɔɗ605 ɞɧɝ. ɘɑɐɔɢɔəɝɖɔɡɐɚɖɟɘɑəɞɚɎ,Ɏ
ɚɍɥɑɕɝɗɚɒəɚɝɞɔ2 ɘɔɗɗɔɚəɌɝɞɜɌəɔɢɞɑɖɝɞɌ

Ô ȻɑɜɑɐəɌɣɌɗɚɘɎɜɌɣɑɍəɚɕɛɜɌɖɞɔɖɔɖɚɘɛɨɪɞɑɜɛɜɚɌəɌɗɔɓɔɜɚɎɌɗ25
ɞɧɝ. ɔɝɞɚɜɔɕɍɚɗɑɓəɔɔɛɜɚɜɌɍɚɞɌɗ14,7 ɞɧɝ. ɐɗɫɞɚəɖɚɕəɌɝɞɜɚɕɖɔ
ɌɗɏɚɜɔɞɘɚɎ

Ô Watson ɝɛɚɝɚɍɑəəɑɞɚɗɨɖɚɝɞɌɎɔɞɨɐɔɌɏəɚɓɧ,əɚɔ ɚɛɜɑɐɑɗɫɞɨ
əɌɔɍɚɗɑɑɚɛɞɔɘɌɗɨəɧɕɖɟɜɝɗɑɣɑəɔɫ

Ô ȾɚɣəɚɝɞɨəɌɓəɌɣɑəɔɫɚɛɞɔɘɌɗɨəɚɏɚɗɑɣɑəɔɫɛɚɝɗɑɐɔɌɏəɚɝɞɔɜɚɎɌəɔɫ
ɜɌɖɌɗɬɏɖɔɡɎɍɚɗɨəɔɢɌɡȽɄȬɝɚɝɞɌɎɗɫɑɞ50%. ȾɚɑɝɞɨɎɛɚɗɚɎɔəɑ
ɝɗɟɣɌɑɎɎɜɌɣɔɜɑɖɚɘɑəɐɟɪɞəɑɝɌɘɧɕɔɐɑɌɗɨəɧɕɖɟɜɝɗɑɣɑəɔɫɔ
ɛɜɑɛɌɜɌɞɚɎ.

Ô ȿɖɚɘɛɨɪɞɑɜɌIBM Watson ɞɚɣəɚɝɞɨəɌɓəɌɣɑəɔɫɚɛɞɔɘɌɗɨəɚɏɚɗɑɣɑəɔɫ
ɝɚɝɞɌɎɗɫɑɞ90%.

http://habrahabr.ru/company/ibm/blog/120103/


IBM Watson Ɏ ɖɚɗɗ-ɢɑəɞɜɌɡ

Ô Ȯ ȽɄȬ əɌ ɜɌɍɚɞɟ ɖɚɗɗ-ɢɑəɞɜɚɎ ɝɗɟɒɍ ɛɚɐɐɑɜɒɖɔ 

ɛɚɗɨɓɚɎɌɞɑɗɑɕ ɑɒɑɏɚɐəɚ ɞɜɌɞɔɞɝɫ 112 ɘɔɗɗɔɌɜɐɚɎ 

ɐɚɗɗɌɜɚɎ

Ô ɛɚɗɚɎɔəɌ ɔɓ 270 ɘɔɗɗɔɌɜɐɚɎ ɚɍɜɌɥɑəɔɕ ɚɝɞɌɬɞɝɫ 

əɑɜɑɤɬəəɚɕ

Ô Ȼɚ ɐɌəəɧɘ IBM, ɛɚɣɞɔ ɐɎɑ ɞɜɑɞɔ ɔɓ əɑɜɑɤɬəəɧɡ 

ɎɚɛɜɚɝɚɎ ɖɗɔɑəɞɚɎ ɘɚɏɗɔ ɍɧ ɍɧɞɨ ɜɑɤɑəɧ, ɑɝɗɔ ɍɧ 

ɝɚɞɜɟɐəɔɖɔ ɖɚɗɗ-ɢɑəɞɜɚɎ ɘɚɏɗɔ ɔɝɖɌɞɨ 

ɔəɠɚɜɘɌɢɔɪ ɍɧɝɞɜɑɑ

Ô Ȯ ɍɗɔɒɌɕɤɔɑ ɘɑɝɫɢɧɞɑɝɞɔɜɚɎɌəɔɑ Watson Ɏ ɝɗɟɒɍɌɡ 

ɛɚɐɐɑɜɒɖɔəɌɣəɟɞ ɛɑɜɎɧɑ ɖɗɔɑəɞɧ IBM 

Ô ɌɎɝɞɜɌɗɔɕɝɖɔɕ ɍɌəɖ ANZ, Royal Bank of Canada , Nielsen, ɓɌəɔɘɌɪɥɌɫɝɫ 

ɔɝɝɗɑɐɚɎɌəɔɑɘ ɛɚɞɜɑɍɔɞɑɗɨɝɖɚɏɚ ɛɚɎɑɐɑəɔɫ, ɔɓɜɌɔɗɨɝɖɔɕ ɘɚɍɔɗɨəɧɕ 

ɚɛɑɜɌɞɚɜ Celcom , ɖɚəɝɌɗɞɔəɏɚɎɌɫ ɔ ɌəɌɗɔɞɔɣɑɝɖɌɫ ɖɚɘɛɌəɔɫ IHS

Ô IBM ɟɒɑ ɞɑɝɞɔɜɟɑɞ Watson Ɏ ɝɚɍɝɞɎɑəəɧɡ ɖɚɗɗ-ɢɑəɞɜɌɡ, ɔ ɛɑɜɎɧɑ 

ɜɑɓɟɗɨɞɌɞɧ ɎɛɑɣɌɞɗɫɪɞ ñɖɚɘɛɨɪɞɑɜ ɝɚɚɍɥɌɑɞ ɖɗɔɑəɞɟ əɟɒəɟɪ 

ɔəɠɚɜɘɌɢɔɪ əɌ 40% ɍɧɝɞɜɑɑ

http://www.forbes.com/sites/bruceupbin/2013/05/21/ibms-watson-now-a-customer-service-agent-coming-to-smartphones-soon


Ⱦɑɡəɚɗɚɏɔɔ Big Data

Ô Shared Nothing Architecture

Ô NoSQL

Ô Hadoop

Ô MapReduce



SNA

Ô Shared nothing architecture (SNA) ð

ɌɜɡɔɞɑɖɞɟɜɌəɑɓɌɎɔɝɔɘɧɡ ɜɌɝɛɜɑɐɑɗɑəəɧɡ 

Ɏɧɣɔɝɗɑəɔɕ, Ɏɖɚɞɚɜɚɕ ɚɞɐɑɗɨəɧɑ ɟɓɗɧ ɔɘɑɪɞ 
ɝɚɍɝɞɎɑəəɟɪɛɌɘɫɞɨ, ɐɔɝɖɚɎɧɑ ɘɌɝɝɔɎɧ ɔ 

ɟɝɞɜɚɕɝɞɎɌɎɎɚɐɌ/ɎɧɎɚɐɌ. ȶɌɒɐɧɕ ɟɓɑɗ Ɏ ɞɌɖɚɕ 

ɌɜɡɔɞɑɖɞɟɜɑɝɌɘɚɐɚɝɞɌɞɚɣɑə ɔ əɔɣɑɘ əɑ 

ɐɑɗɔɞɝɫ ɝ ɐɜɟɏɔɘɔɟɓɗɌɘɔ ɝɑɞɔ. 

Ô ȾɌɖɌɫ ɌɜɡɔɞɑɖɞɟɜɌ ɡɚɜɚɤɚɘɌɝɤɞɌɍɔɜɟɑɞɝɫ ɔ 

ɝɞɌəɚɎɔɞɝɫ Ɏɝɑ ɍɚɗɑɑɛɚɛɟɗɫɜəɚɕ.

Ô ȶɌɒɐɧɕ ɟɓɑɗ Ɏ SNA Ɏɧɛɚɗəɫɑɞ ɝɚɍɝɞɎɑəəɟɪ 
ɓɌɐɌɣɟ, ɎɓɌɔɘɚɐɑɕɝɞɎɟɫ ɝ ɐɜɟɏɔɘɔ ɟɓɗɌɘɔ ɛɚ 
ɝɛɑɢɔɌɗɨəɚɘɟɛɜɚɞɚɖɚɗɟ



NoSQL

Ô ȹɚɎɧɕ ɞɔɛ ɍɌɓ ɐɌəəɧɡ: 
əɑɜɑɗɫɢɔɚəəɧɑ, 
ɜɌɝɛɜɑɐɑɗɑəəɧɑ, ɝɚɞɖɜɧɞɧɘ 
ɖɚɐɚɘ ɔ ɏɚɜɔɓɚəɞɌɗɨəɚ 
ɘɌɝɤɞɌɍɔɜɟɑɘɧɑ



Hadoop



Map -Reduce

Ô ȸɚɐɑɗɨ ɜɌɝɛɜɑɐɑɗɬəəɧɡ Ɏɧɣɔɝɗɑəɔɕ Google ɐɗɫ ɛɌɜɌɗɗɑɗɨəɧɡ Ɏɧɣɔɝɗɑəɔɕ 

ɚɣɑəɨɍɚɗɨɤɔɡ, əɑɝɖɚɗɨɖɚ ɛɑɞɌɍɌɕɞ, ɐɌəəɧɡ Ɏ ɖɚɘɛɨɪɞɑɜəɧɡ ɖɗɌɝɞɑɜɌɡ.

Ô ȼɌɍɚɞɌ MapReduce ɝɚɝɞɚɔɞ ɔɓ ɐɎɟɡ ɤɌɏɚɎ: Map ɔ Reduce .

Ô ȹɌ Map -ɤɌɏɑ ɛɜɚɔɝɡɚɐɔɞ ɛɜɑɐɎɌɜɔɞɑɗɨəɌɫ ɚɍɜɌɍɚɞɖɌ Ɏɡɚɐəɧɡ ɐɌəəɧɡ. Ȱɗɫ 

ɩɞɚɏɚ ɚɐɔə ɔɓɖɚɘɛɨɪɞɑɜɚɎ (əɌɓɧɎɌɑɘɧɕ ɏɗɌɎəɧɘ ɟɓɗɚɘ ñ master node ) 

ɛɚɗɟɣɌɑɞ Ɏɡɚɐəɧɑ ɐɌəəɧɑɓɌɐɌɣɔ, ɜɌɓɐɑɗɫɑɞ ɔɡ əɌ ɣɌɝɞɔ ɔ ɛɑɜɑɐɌɑɞ ɐɜɟɏɔɘ 

ɖɚɘɛɨɪɞɑɜɌɘ (ɜɌɍɚɣɔɘ ɟɓɗɌɘ ñ worker node ) ɐɗɫ ɛɜɑɐɎɌɜɔɞɑɗɨəɚɕ ɚɍɜɌɍɚɞɖɔ.

Ô ȹɌ Reduce -ɤɌɏɑ ɛɜɚɔɝɡɚɐɔɞ ɝɍɚɜ ɛɜɑɐɎɌɜɔɞɑɗɨəɚ ɚɍɜɌɍɚɞɌəəɧɡ ɐɌəəɧɡ. 

ȯɗɌɎəɧɕ ɟɓɑɗɛɚɗɟɣɌɑɞ ɚɞɎɑɞɧ ɚɞ ɜɌɍɚɣɔɡ ɟɓɗɚɎ ɔ əɌ ɔɡ ɚɝəɚɎɑ ɠɚɜɘɔɜɟɑɞ 

ɜɑɓɟɗɨɞɌɞ ñɜɑɤɑəɔɑ ɓɌɐɌɣɔ.



ȻɜɑɔɘɟɥɑɝɞɎɌ map -

Reduce

¸ Ƚɜɑɐəɫɫ ɛɜɚɔɓɎɚɐɔɞɑɗɨəɚɝɞɨ HDD 
~100ȸȭ/c

¸ Ȼɜɚɣɑɝɞɨ 1 Ⱦȭ ~ 2.5 ɣɌɝɌ

¸ Ȼɜɚɣɑɝɞɨ 1 Ⱦȭ ɛɌɜɌɗɗɑɗɨəɚ ɝɚ 100 
ɐɔɝɖɚɎ ~ 2 ɘɔəɟɞɧ

¸ ȻɜɚɔɓɎɚɗɨəɧɕ ɐɚɝɞɟɛ ɖ ɐɔɝɖɟ 
ɘɑɐɗɑəəɧɕ

¸ ȻɚɝɗɑɐɚɎɌɞɑɗɨəɧɕ ɐɚɝɞɟɛ ɍɧɝɞɜɧɕ!



ȹɚɎɧɕ Ɏɔɞɚɖ Ɏ ɜɌɓɎɔɞɔɔ

ɘɑɞɚɐɚɎ

Ô ȴɝɖɟɝɝɞɎɑəəɧɑ əɑɕɜɚəəɧɑ ɝɑɞɔ

Ô ȸɑɞɚɐɧ ɛɜɑɐɔɖɞɔɎəɚɕ ɌəɌɗɔɞɔɖɔ

Ô ȽɞɌɞɔɝɞɔɣɑɝɖɔɑ ɘɑɞɚɐɧ

Ô ȸɌɞɑɘɌɞɔɣɑɝɖɌɫ ɗɔəɏɎɔɝɞɔɖɌ

Ô ȶɜɌɟɐɝɚɜɝɔəɏ

Ô Ƚɑəɞɔɘɑəɞ-ɌəɌɗɔɓ

Ô ȼɌɝɛɜɑɐɑɗɑəəɧɑ ɠɌɕɗɚɎɧɑ ɝɔɝɞɑɘɧ



Applications

Midas











































Applications

ȳɌɐɌɣɌ ɝɚɢɔɌɗɨəɚ-ɛɚɗɔɞɔɣɑɝɖɚɏɚ ɘɚəɔɞɚɜɔəɏɌ



Ȼɜɚɢɑɝɝ ɔɓɎɗɑɣɑəɔɫ ɔəɠɚɜɘɌɢɔɔ ɔɓ 

ɜɌɓəɚɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɡɐɌəəɧɡ ɔ ɑɑ ɔəɞɑɏɜɌɢɔɔ 

xml

ȽɚɢɔɌɗɨəɧɑ

ɝɑɞɔ

Ȼɚɔɝɖ ɔ ɝɍɚɜ ɐɌəəɧɡ

Ȯɑɍ-

ɝɌɕɞɧ

ȽɜɑɐɝɞɎɌ 

ɌəɌɗɔɓɌ ɞɑɖɝɞɚɎ

ȴɓɎɗɑɣɑəəɧɑ

ɝɟɥəɚɝɞɔ

ȹɑɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɑ

ɐɌəəɧɑ (ɞɑɖɝɞɧ)

ȽɞɜɟɖɞɟɜɔɜɚɎɌəəɧɑ

ɐɌəəɧɑ

ȴəɞɑɏɜɌɢɔɫ 

ɐɌəəɧɡ

ȴəɞɑɏɜɔɜɚɎɌəəɧɑ

ɝɟɥəɚɝɞɔ

ȬəɌɗɔɓ ɔ 

ɎɔɓɟɌɗɔɓɌɢɔɫ

ȭɌɓɧ

ɐɌəəɧɡ



Ȼɜɚɢɑɝɝ ɔəɞɑɏɜɌɢɔɔ ɔəɠɚɜɘɌɢɔɔ

ʀʥʪʝʛʨʘʮʠʷ ʜʘʥʥʳʭ

ȻɜɌɎɔɗɌ

ɞɜɌəɝɠɚɜɘɌɢɔɔ

ȽɡɑɘɌ

xml

ȴɓɎɗɑɣɑəəɧɑ

ɝɟɥəɚɝɞɔ

ȴəɞɑɏɜɔɜɚɎɌəəɧɑ

ɝɟɥəɚɝɞɔ

ȾɜɌəɝɠɚɜɘɌɢɔɫ 

ɝɟɥəɚɝɞɑɕ

ȼɌɓɜɑɤɑəɔɑ 

ɝɟɥəɚɝɞɑɕ

Ƚɗɔɫəɔɑ 

ɝɟɥəɚɝɞɑɕ

Ƚɟɥəɚɝɞɔ Ɏ 

ɢɑɗɑɎɚɕ ɝɡɑɘɑ

ȼɌɓɜɑɤɑəəɧɑ

ɝɟɥəɚɝɞɔ

ɂɑɗɑɎɌɫ 
ɝɡɑɘɌ

ȽɚɛɚɝɞɌɎɗɑəɔɑ

ɩɗɑɘɑəɞɚɎ 

ɝɡɑɘ

ȽɡɑɘɌ

ȽɞɜɟɖɞɟɜɔɜɚɎɌəəɧɑ

ɐɌəəɧɑ



ȾɜɑɍɚɎɌəɔɫ ɖ Ɍɜɡɔɞɑɖɞɟɜɑ

Ô Ȱɗɫ ɚɍɑɝɛɑɣɑəɔɫ ɘɌɝɤɞɌɍɔɜɚɎɌəɔɫ ɜɌɝɝɘɌɞɜɔɎɌɑɘɚɏɚ 
ɛɜɚɢɑɝɝɌ ɛɚ ɚɍɦɑɘɟ ɔɓɎɗɑɖɌɑɘɧɡ ɔ ɔəɞɑɏɜɔɜɟɑɘɧɡ 
ɐɌəəɧɡ, ɑɏɚ əɑɚɍɡɚɐɔɘɚ ɜɑɌɗɔɓɚɎɌɞɨ əɌ ɚɝəɚɎɑ 
əɑɖɚɞɚɜɚɕ ɛɗɌɞɠɚɜɘɧ ɜɌɝɛɜɑɐɑɗɑəəɚɏɚ ɡɜɌəɑəɔɫ ɔ 
ɚɍɜɌɍɚɞɖɔ ɍɚɗɨɤɔɡ ɚɍɦɑɘɚɎ ɐɌəəɧɡ. 

Ô Ȯ ɐɌəəɚɕ ɜɌɍɚɞɑ Ɏ ɖɌɣɑɝɞɎɑ ɞɌɖɚɕ ɛɗɌɞɠɚɜɘɧ 
ɜɌɝɝɘɌɞɜɔɎɌɑɞɝɫ Apache Hadoop . 

Ô Ȱɗɫ ɚɍɑɝɛɑɣɑəɔɫ ɜɑɌɗɔɓɌɢɔɔ ɘɑɞɚɐɚɎ ɔəɞɑɏɜɌɢɔɔ ɐɌəəɧɡ 
əɌɐ Hadoop (ɎɖɗɪɣɌɫ ɜɌɓɜɑɤɑəɔɑ ɔ ɝɗɔɫəɔɑ ɝɟɥəɚɝɞɑɕ), 
Ɏ ɐɌəəɚɕ ɜɌɍɚɞɑ ɔɝɛɚɗɨɓɟɑɞɝɫ ɐɑɖɗɌɜɌɞɔɎəɧɕ ɫɓɧɖ HIL 

Ô ȮɧɍɜɌə ɐɔɝɞɜɔɍɟɞɔɎ IBM BigInsights

Ô Ȯ ɜɌɘɖɌɡ Ɍɜɡɔɞɑɖɞɟɜɧ ɛɜɑɐɛɚɗɌɏɌɑɞɝɫ, ɣɞɚ ɖɚɗɗɑɖɢɔɔ 
ɜɌɓəɚɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɡɐɌəəɧɡ, ɜɑɗɑɎɌəɞəɧɡ ɓɌɐɌɣɑ, 
ɟɒɑ ɚɞɚɍɜɌəɧ ɩɖɝɛɑɜɞɌɘɔ. 

Ô ȾɌɖɒɑ ɛɜɑɐɛɚɗɌɏɌɑɞɝɫ, ɣɞɚ ɛɚɐ ɓɌɐɌɣɟ ɝɚɓɐɌəɌ ɢɑɗɑɎɌɫ 
ɝɡɑɘɌ (Ɏ ɜɑɗɫɢɔɚəəɚɕ ɘɚɐɑɗɔ ɐɌəəɧɡ), Ɏ ɖɚɞɚɜɟɪ ɐɚɗɒəɧ 
ɚɞɚɍɜɌɒɌɞɨɝɫ ɔɝɡɚɐəɧɑ ɖɚɗɗɑɖɢɔɔ.

67



ȬɜɡɔɞɑɖɞɟɜɌ ɝɜɑɐɝɞɎ ɔɓɎɗɑɣɑəɔɫ 

ɔəɠɚɜɘɌɢɔɔ ɔɓ 

ɜɌɓəɚɝɞɜɟɖɞɟɜɔɜɚɎɌəəɧɡɐɌəəɧɡ, ɑɑ 

ɔəɞɑɏɜɌɢɔɔ ɔ ɌəɌɗɔɓɌ

68

HDFS
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UDF
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ȷɑɖɢɔɫ ɛɚ 

ɔɓɎɗɑɣɑəɔɪ ɝɧɜɧɡ 

ɐɌəəɧɡ ɔɓ ɜɑɝɟɜɝɚɎ



ȻɗɌə ɗɑɖɢɔɔ

1. Data Catalogs and Marketplaces

2. Social -web data

3. Web APIs Web APIs

4. Linked Data

5. HTML-embedded Data

1. RDFa, Microdata , Microformats

2. HTML Tables and Templates

3. Excursus: DBpedia

6. References



Topology of the Web Today



Data Catalogs and 

Marketplaces 
Ô The Document Web traditionally contains structured data in 

various formats: 

Ô CSV Files, Excel Worksheets

Ô XML Documents, SQL Dumps 

Ô Data Catalogs and Data Market Places 

Ô collect and host data sets plus metadata 

Ô provide free or payment -based access to the data sets 

Ô Examples 

Ô The Data Hub: data catalog containing 6,800 open -lisence data 
sets 

Ô Data.gov.uk , Data.gov.us : Thousands of public sector data sets 

Ô Infochimps , Azure Data Marketplace, Factual: commercial market 
places 

Ô List of Data Catalogs and Market Places

Ô http :// www.kdnuggets.com /datasets/ api -hub -marketplace -
platform.html



Web 2.0 Applications and Web APIs 

ÅA multitude of Web -based 
applications has sprung 

up which enable users to 
share information.

Å These applications form 

separate data spaces 
that are only partly 
accessible via the Web

Å HTML interfaces

Å Web APIs



Most Popular Web API 



Linked Data

Extend the Web with a single global data graph

Å by using RDF to publish structured data on the 

Web

Å by setting links between data items within 

different data sources.



HTML-embedded Data 

Ô Webpages traditionally contain structured data in the 

form of HTML tables as well as template data. 

Ô More and more Websites semantically markup the 

content of their HTML pages using standardized 

markup formats. 



ȻɜɌɖɞɔɖɟɘ ɛɚ ɔɓɎɗɑɣɑəɔɪ 

ɐɌəəɧɡ

Ô ɂɑɗɨ

ÔȺɎɗɌɐɑɞɨ əɌɎɧɖɌɘɔ ɜɌɍɚɞɧ ɝ ɜɌɓɗɔɣəɧɘɔ 

ɔɝɞɚɣəɔɖɌɘɔ ɐɌəəɧɡ

Ô ȴəɝɞɜɟɘɑəɞɧ

Ô JAVA ɔ ɍɔɍɗɔɚɞɑɖɔ ɫɓɧɖɌ ɐɗɫ ɜɌɍɚɞɧ ɝ API 

ɞɎɔɞɞɑɜɌɔ JSON-ɠɌɕɗɌɘɔ

Ô HIL ðɎɧɝɚɖɚɟɜɚɎəɑɎɧɕ ɫɓɧɖ ɐɗɫ ɔəɞɑɏɜɌɢɔɔ 

ɝɟɥəɚɝɞɑɕ



ȻɜɌɖɞɔɖɟɘ ɛɚ ɔɓɎɗɑɣɑəɔɪ 

ɐɌəəɧɡ

Ô ȳɌɐɌɣɔ

ÔɝɚɍɜɌɞɨ ɞɎɔɞɧɛɚɗɨɓɚɎɌɞɑɗɑɕ əɌ ɓɌɐɌəəɟɪ ɞɑɘɟ

Ôɚɍɦɑɐɔəɔɞɨ ɛɚɗɟɣɑəəɧɑ ɞɎɔɞɧɝ ɓɌɜɌəɑɑ 

ɛɚɐɏɚɞɚɎɗɑəəɧɘɔ ɐɌəəɧɘɔ Ɏ ɠɚɜɘɌɞɑ JSON ɐɗɫ 

ɛɚɗɟɣɑəɔɫ ɚɝɘɧɝɗɑəəɧɡ ɝɟɥəɚɝɞɑɕ



Information 

Extractions from Texts



Outline

Ô Motivation

Ô Applications

Ô Information Extraction Steps

Ô Source Selection and Preparation

Ô Entity Recognition

Ô Named Entity Annotation

Ô Entity Disambiguation



Motivation and applications

Ô Around 80% of data are unstructured text 

documents

Ô Reports, Web pages, Tweets, E -mails

Ô Texts contain useful information

Ô Entities, Entity Relationships, Facts, Sentiments 

Ô Applications

Ô Customer care

Ô Opinion Mining

Ô Question Answering

Ô IBM WATSON

Ô Midas



Def : Information Extraction
Ô Information Extraction ( IE) is the process of deriving 

structured factual information from digital text 

documents.

 
Persons Occupation 

Elvis singer 
 



Def : Named Entity Recognition

Ô Named entity recognition (NER) is the task of finding 
entity names in a corpus .

Uruguay 's economy is characterized by an export -oriented 

agricultural sector, a well -educated workforce, and high 

levels of social spending.

NER is difficult

òFord Prefect thought cars were the dominant life form on Earth.ó

entity name

(of person óFord Prefectó) ?

entity name

(of car brand) ?



Def : Named Entity Annotation
Ô Named Entity Annotation ( NEA) is the task of (1) finding entity 

names in a corpus and (2) annotating each name with a class 

out of a set of given classes .

Ô Example

Andrey Nikolaevich Kolmogorov graduated 

from the Moscow State University in 1925.

Classes: {Person, Location, Organization, ..}

Person Organization



Disambiguation
Ô Given an ambiguous name in a corpus and its meanings, 

disambiguation is the task of determining the intended 

meaning.

Corpus Knowledge Base

Homer eats

a doughnut. òHomeró

American

Poet
type

label

label



Text Extractions from Big 

Data 

Ô What is big data ?

Ô Massive volumes of data stored across many machines

Ô Too big to back up 

Ô Could be structured, semi -structured or unstructured 

data

Ô Using traditional OLTP or data warehouse solutions for 

data analysis are inadequate

Ô Need to harvest unstructured data

Ô Most data is unstructured

Ô Most data used for personal communication is 

unstructured

Ô Email, Tweets, Blogs, Forums, Web sites

Ô Opinions are expressed when people communicate



Need for structured data

Ô Business intelligence tools work with structured data

Ô OLAP

Ô Data mining

Ô To use unstructured data with business intelligence tools

Ô Requires that structured data to be extracted from unstructured 

and semi -structured data

Ô InfoSphere BigInsights provides a language, Annotation 

Query Language (AQL)

Ô Syntax is similar to that of Structured Query Language (SQL)

Ô Builds extractors to extract structured data from

Ô Unstructured data

Ô Semi-structured data



Span Algebra
Ô Data and Execution Model

Ô Algebra operates over a simple relational data model with three 

data types: span, tuple, and relation .

Ô A span is an ordered pair <begin , end> that denotes the region of text

Ô Algebra Operators

Ô Relational Operators (select, project, join, etc.)

Ô Span Extraction Operators. A span extraction operator identifies 

segments of text that match a particular input pattern and produces 

spans corresponding to each such text segment .

Ô Regular expression matcher

Ô Dictionary matcher

Ô Span Aggregation Operators. Span aggregation operators take in a 

set of input spans and produce a set of output spans by performing 

certain aggregate operations over their entire input .

Ô Block, Consolidate, Containment consolidation, Overlap consolidation



Annotation Query 

Language (AQL) overview

Ô Annotation Query Language (AQL) is the language for developing 

text analytics extractors in the InfoSphere È BigInsightsÊ Text Analytics 

system. An extractor is a program written in AQL that extracts 

structured information from unstructured or semistructured text.

Ô AQL is a declarative language, with a syntax that is similar to that of 

the Structured Query Language (SQL ).

Ô AQL components 

Ô Create view statement

Ô Extract statement

Ô Select statement

Ô Create dictionary

Ô Built-in functions

Ô User-defined functions



The Eclipse IDE for text 

analytics



Text Analytics Overview

Text
Analytics

Jaql

"Acquisition" 

"Address" 

"Alliance" 

"AnalystEarningsEstimate" 

"City" 

"CompanyEarningsAnnouncement" 

"CompanyEarningsGuidance" 

"Continent" 

"Country" 

"County" 

"DateTime" 

"EmailAddress" 

"JointVenture" 

"Location" "Merger" 

"NotesEmailAddress" 

"Organization" "Person" 

"PhoneNumber" "StateOrProvince" 

"URL" "ZipCode"

Extractors

AOG
Analyst

Eclipse

AQL



Seminar: text extraction

Ô Class Work

Ô Installation of InfoSphere BigInsights tools for Eclipse

Ô Develop sample AQL applications 

ÔUsing all AQL components

ÔUsing built -in extractors (User, Company, Email, é)

Ô Develop sample AQL applications for sentimental 

analysis

Ô Home Work



Entity Resolution



ER Overview

Ô Data Cleaning Tasks 

Ô OPERATOR-BASED APPROACH

Ô SIMILARITY FUNCTIONS

Ô Record Matching 

Ô Schema Matching

Ô Deduplication




